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Dynamic peak demand pricing under uncertainty
in an agent-based retail energy market
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No Institute Given

Abstract. For a transition to a sustainable energy future, smart grids
must adapt to the mass introduction of renewable energy sources and
their inherent unpredictability. The Power TAC competition is a sim-
ulation of distribution grid market dynamics with autonomous retail
broker agents. It seeks to reflect real-world scenarios and thus guide
policy and business decision-making. In Power TAC, these autonomous
agents (”brokers”) trade energy through markets and offer tariff con-
tracts to retail customers who consume and produce energy. By peri-
odic alignment with present real-world and alternative future scenarios,
Power TAC utilizes the autonomous agent competition structure to in-
vestigate sustainable solutions to electricity supply questions. We explore
how alignment activities between the 2014 and 2015 competition years,
in particular adding a high volume of retail solar production, made net
demand less predictable for brokers. It also made demand more volatile
in the 2015 competition, leading to more extreme peak demand events. A
principal alignment activity between 2015 and 2016 is the introduction of
peak-demand charges for brokers. We design a new peak-demand pricing
mechanism that reflects the costs of grid capacity usage, balancing real-
world practice against the constraints of the simulation environment. We
explore the effects of these changes on broker decisions that account for
imbalance and peak demand.

Keywords: smart grid, autonomous agents, energy markets, sustain-
ability, peak demand

1 Introduction

The conventional electricity supply chain produces energy in centralized, large-
scale generation facilities, then processes and distributes it to individual retail
and industrial consumers. However, with widespread adoption of renewable en-
ergy sources in the form of both large-scale mass generation facilities and small-
scale retail packages, this conventional centralized approach has begun to lose
relevance [18]. Many renewable sources have variable, weather-dependent energy
output, and many, such as rooftop solar facilities, are widely distributed small
units rather than large centralized generators. As a result, many energy cus-
tomers are producing energy as well as consuming it. Renewables accounted for
142 terawatt-hours of German energy production in 2012 (23% of total), and



Germany’s long-term goal is 80% renewables penetration by 2050 [6]. The US
state of California has set a 2020 target of 33 percent renewable energy produc-
tion [7]. However, this fast adoption is not without risk.

The primary forms of renewable energy that are experiencing fast growth
are wind and solar power. Though providing sustainable and renewable energy
at essentially zero marginal cost, both these energy sources are heavily weather-
dependent. Weather forecasting is at best stochastic and at worst lucky guesses,
thus making the future output of these energy sources uncertain. On the de-
mand side, electricity demand has been almost entirely inelastic, partly because
electricity users pay a flat rate for energy, and have little or no visibility into
their current or projected usage. Thus, the transmission and distribution grids
face the difficult task of balancing inelastic demand and volatile supply [12].

Another task further complicated by introducing renewable energy sources,
in particular solar power, is maintaining supply reliability in the face of demand
peaks. In a given region, consumer energy consumption typically peaks in the
morning when people are preparing for the day, and in early evening when they
return home. In areas with high air-conditioning loads, peak demand may fall in
the late afternoon when heat load peaks, and in areas that depend on electricity
for winter heating, demand may peak at night when the heat load is highest.
However, fixed solar energy installations typically follow a sinusoidal profile on
sunny days, between sunrise and sunset, and may show considerable volatility on
days with scattered clouds. In most areas, demand peaks do not coincide with
peak output of solar panels. Hence, peak demand will remain a significant issue
in the future.

An electricity distribution network’s capacity must be designed to handle
peak loads. Thus, grid capacity is generally dependent on demand at peak hours.
However, the amount of energy that is transferred through the grid is regularly
lower. With higher peaks, a larger portion of capacity investment is needed
to prevent congestion, and this additional capacity is left under-used during
non-peak demand. These capacity costs, which are mainly at the transmission
level, trickle down from the distribution grid to individual customers as grid
connection costs. As energy peak-to-average ratios increase, these costs take
higher percentages of a customer’s total energy bill. Thus, it is in consumer
economic interest to mitigate peak demand.

There are quite a few methods proposed to tackle this issue. Smart grid
technology has advanced to a degree that makes many possible solutions feasi-
ble [23]. However, these technologies differ in their actual practicality. Motivating
small-scale users to shift their hourly energy use with time-of-use pricing does
not currently seem promising [5, 11]. Another solution, the use of demand re-
sponse resources, such as energy storage units, shows enormous potential [21],
albeit lagging on actual current use [19]. Consequently, market mechanisms that
encourage demand response resource use are a hot research topic.

Many studies have analyzed such market mechanism models [24, 17, 22]. How-
ever, most of these studies lag behind on reproducibility and verifiability, as their
real-world data sources and simulation environments induce modeling biases that



distort cross-study comparisons. In addition, the singularity of solving the re-
search problem with one approach may leave unexplored the remainder of the
design space. One suggested approach to minimize these biases and foster full
exploration of the design space is through Competitive Benchmarking (CB) [16].

CB contains three central elements. The Platform, a shared foundation among
a series of stakeholders, would in this case be a shared competitive simulation
environment for a variety of participant researchers. Alignment is conducted pe-
riodically to improve the platform’s various elements through reflection of and
adaptation to real-world scenarios. Process activities involve integrating input
as autonomous agents from participant stakeholders and running periodic com-
petitions between these agents. Processes evaluate the performance of both the
platform and the stakeholders’ agents.

The Power Trading Agent Competition (Power TAC) 1 is a CB approach for
simulating electricity market dynamics at the distribution level [13]. In Power
TAC, autonomous agents (also known as “brokers”) seek individual profits in
a competitive retail market by brokering energy and resources in a distribution
grid. By means of this ”smart market” simulation, we can understand how a
variety of market mechanisms, retail decisions, and real-world events can poten-
tially affect the electricity supply chain [4]. Previously, Power TAC has been the
testbed of research on Time-of-Use retail tariffs [25], autonomous agents [20, 8],
and market strategy [3]. It is central for the applicability and quality of these
research endeavors that the platform they are based upon retains relevance to
the real world.

In past Finals competitions, the Power TAC simulation accounted for peak
demand as a fixed capacity cost incurred by an agent’s total energy transport
through the distribution grid. However, this pricing scheme proved to have some
drawbacks. It did not align well with real-world practice, where markets usually
charge higher costs for higher electricity capacity use. It also did not suitably mo-
tivate autonomous brokers to suppress peak demand (i.e. flatten their demand).
These findings suggested that an alignment activity was required to improve the
pricing mechanism for peak demand.

In this research, we came across the following findings:

– Peak demand pricing is a significant missing element in the Power TAC
simulation. In the 2015 competition, brokers did not balance their supply and
demand well, and also generally did not utilize demand response resources.
A lack of capacity charges based on peak demand may be a contributing
factor to both.

– Some real world practices cannot be exactly implemented in an alignment
activity. Thus, a suitable mechanism needs to reflect but not replicate the
original practice. We analyze and discuss the possible implications of this
differing activity.

– We explain and offer the peak demand pricing mechanism for Power TAC
2016 as an alternative method for pricing capacity use in the real world.

1 see www.powertac.org



In this article, we elaborate on a new pricing mechanism for grid capacity
use based on peak demand. We first provide some background information on
capacity pricing and peak demand in Section 2. We describe the Power TAC com-
petition’s simulation environment in Section 3. Section 4 follows with a detailed
explanation of the analysis that led to the pricing mechanism. We conclude with
a brief overview of this analysis’ limitations and possible future work in Section
5.

2 Background on Capacity Pricing

Energy delivery in an electricity supply chain is done in two parts. First the
transmission grid processes and dilutes generated electricity into voltages that
can be transported over long distances. This is generally done by entities known
as Regional Transmission Organizations (RTO) or Independent System Opera-
tors (ISO) in the United States, and by Transmission System Operators (TSO)
in Europe. Next, the distribution grid further adjusts the alternating current
voltage to values that make the electricity usable by end consumers. Most costs
incurred in energy transportation are from investments and operations and main-
tenance activities at the transmission level. These costs are passed down to the
distribution grid operators, who in turn charge consumers for their contribution
to capacity use.

In the real world, grid operators usually charge end consumers based on their
contribution to a series of peak demand in some prior timespan. This is usu-
ally mandated by the transmission level operator to the distribution grid’s load
serving entities (LSE), who then divides this charge based on each consumer’s
energy consumption share. For example, in the United States, one LSE charges
customers connected to the Midwest Independent System Operator (MISO) grid
for their contribution to a monthly demand peak. However, their customers who
are connected to the Pennsylvania Jersey Maryland Interconnection (PJM) get
charged based on 5 peak hours in the previous year with a similar energy share
cost. For the New York Independent System Operator (NYISO) and New Eng-
land Independent System Operator’s (ISO-NE) connections, they consider only
the maximum peak hour in the previous year.2

There does not appear to be much research on peak demand fees and how
such a pricing mechanism should be formed in a competitive energy market. It
appears to us that such a research topic has been left relatively under-studied.
Feldman et al conducted a short case study of the potential savings if peak
demand is reduced or held constant using demand response resources [10]. Their
regional scope was the US states of Illinois and Massachusetts. They conclude
that the costs for DR resources associated with these controls are much less than
the potential economic benefits of reducing peak demand. Aside from this, there
is little research on how various pricing mechanisms impose costs and benefits
upon various stakeholders.

2 see www.directenergybusiness.com/landing/pdf/UNDERSTANDING-
CAPACITY.pdf



3 The Power Trading Agent Competition

Fig. 1. Schematic diagram of the Power Trading Agent Competition (from [14]).

Power TAC is a competitive simulation of a retail electricity market. Within
a CB platform, autonomous broker agents trade energy and resources with var-
ious entities (Figure 1), including residential and business consumers as well as
demand response facilities. Trading happens through a wholesale market, a bal-
ancing market, and a retail tariff market. Each broker seeks profit maximization
by balancing an energy supply and demand. Brokers have many resources that
can be utilized to this end, but power generally flows from purchases in the
wholesale market through tariff subscriptions to consumer subscribers.

The competition normally consists of a tournament of games. Each game is
a competition between various brokers in the simulation environment. In Power
TAC 2015 and 2014, this environment simulated a small city with a population of
about 100000 people over a period of about 8 1/2 weeks. Broker actions, demand
and supply, and market dynamics are segmented into time slots of one hour.
Weather forecasting is borrowed from real-world data of an undisclosed location,
which is used to influence the generation of weather-dependent energy sources.
To focus on the economic aspects of market design, most physical limitations of
electricity grids are simplified in Power TAC. Within the confines of the Power
TAC markets and the tariff guidelines, brokers are free to employ all market
capabilities to obtain a higher overall profit. More information on the Power
TAC 2015 competition can be found in the game specification [14]



3.1 The Retail Tariff Market

Broker revenues and demand is generally expected to come through the retail
tariff market. Within this market, brokers publish tariffs, which are evaluated by
customers, who then choose among the most economically rational tariffs (There
is however some customer choice uncertainty and random churn). These tariffs
bind brokers to supply energy (or in the case of producers, purchase energy) to
the tariff subscribers, who are in turn expected to pay (or for producers, receive)
the costs associated with their energy delivery.

Brokers have a variety of options for customizing customer tariffs. Time-of-
use pricing, dynamic pricing, tiered pricing, and capacity controls (i.e. demand
response resources) are among the more interesting from a research perspective.

Customers evaluate tariffs on a non-persistent basis. Their choice to evaluate
published tariffs is expected to follow a probability function that is reset to 0
when a tariff is subscribed to and increases gradually over time. The customers’
tariff evaluation follows a utility estimation function. This utility function de-
pends on the published tariff’s details and gives a specific utility value for each
tariff. This value is compared against an inconvenience factor, which accounts for
customer disfavor to switch tariffs or brokers and for certain tariff types (such as
inconvenience from time-of-use pricing). If the utility gain of a tariff exceeds the
inconvenience of the tariff itself and of switching tariffs, the customer switches
to that tariff.

A broker’s subscriber portfolio can consist of energy consumers, energy pro-
ducers, and demand response resource providers. Some subscribers can be a
combination of the three, but subscribers mainly consume energy.

3.2 The Wholesale Market

The Power TAC wholesale market operates similar to most traditional energy
exchange markets. It functions based on a periodic double auction, similar to
the NordPool or FERC [2]. Within each hour of the simulation, each broker can
place an order for purchase (ask) or sale (bid) of energy for any of the next
24 hours. Thus, in each timeslot, the market may need to process bids or asks
from the previous 1 to 24 timeslots. These offers must contain energy quantity
information, but do not need to necessarily contain price information. That is,
a broker may bid for x kilowatt hours of energy without any price, or at price
y per kilowatt hour. Bids and asks are matched in order of price, and the last
matched bid and ask define the market’s clearing price for that timeslot. Every
bid and ask is processed at this price. Thus, a broker that has not specified a
price in their ask (bid), must pay (will receive) whatever price the market clears
at. If the last bid is partially matched with an ask, only the matched energy
amount will be transacted.

In addition to the brokers, two other market participants trade in the whole-
sale market:

– Generation companies, or Gencos, are wholesale energy suppliers. In the
previous competitions, an abstract Genco entity also submitted a multitude



of bids and asks that simulated a quadratic supply curve. The coefficients of
the quadratic curve vary over time through a mean-reverting random walk.
The Genco’s bid quantities are selected from a normal distribution.

– An external Buyer trades energy on behalf of parties outside the scope of
the simulation. This Buyer entity is mainly meant to provide liquidity to
brokers who wish to sell energy through bids. The Buyer’s bids also add
some uncertainty to market clearing prices.

In Power TAC, brokers are expected to obtain the bulk of their energy supply
through the wholesale market. However, due to various uncertainties, in partic-
ular the unpredictability in supply arising from weather dependencies, they can
sometimes have either excess or insufficient energy at the end of each timeslot.
But an electricity grid requires near-perfect balancing at each moment, so a
balancing market solves the grid imbalance problem.

3.3 The Balancing Market

In the Power TAC Simulation, after all market transactions between brokers and
customers are carried out, a balancing market calculates broker imbalances and
charges them accordingly. In this market, brokers are charged trading prices for
imbalance that are much less appealing than wholesale market prices. However,
they are also allowed here to utilize demand response resources through balanc-
ing orders. The process for choosing balancing orders is similar to a one-sided
auction, and for each order that is cleared a VCG payment is computed against
the other orders (more information in [9]).

The balancing market seeks to:

– motivate use of demand response resources for grid balancing,
– discourage carrying energy excess or deficiency into the balancing market,

and
– encourage keeping a balance opposite to that of the (expected) total imbal-

ance.

The balancing market is meant to respond to that portion of the supply and
demand balancing problem that relates to unpredictability. That is, it is not
meant to satisfy energy demand, but to compensate for inaccuracies in broker
predictions, and reward better prediction algorithms. In the case that demand
response resources are not enough to mitigate balancing, a regulating market
entity provides additional balancing capacity. This entity trades at prices that
are much less attractive than similar trades in the other markets.

4 Aligning Peak Demand Costs

Between each competition year of Power TAC, routine alignment activities re-
calibrate the real-world applicability of the simulation. These activities are also
meant to maintain the simulation’s suitability for research studies.
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Fig. 2. Imbalance and net demand for the 2014 and 2015 Power TAC Finals competi-
tions.

In this regard, to reflect a similar trend in the real world, the Power TAC 2014
competition year saw an introduction of capacity control capabilities for man-
aging demand response. Likewise, the 2015 competition year saw the following
additions:

– The advent of residential solar “prosumers”, residential consumers who have
added a solar photovoltaic electricity generation installation for their house-
hold.

– Addition of electric vehicle (EV) owners, who organize the use and charging
of an EV and its use as demand response.

– Introduction of an electric forklift truck fleet model, which aggregates data
from a fleet of electric forklifts operating in an industrial warehouse setting,
as both a consumer and a demand response mechanism.

After analyzing the results of the 2015 Finals competition, we realized that bro-
kers largely ignored the demand response resources. That is, they left imbalances
in the balancing market for the regulating market entity to solve. Moreover, the
sudden increase of solar prosumers drastically increased their imbalances and
significantly decreased their net demand during daylight hours (Figure 2). Thus,
the main alignment activity that changed the competition’s dynamics was the
first item, i.e. the advent of solar prosumers. How a sudden increase in solar pro-
duction affected the imbalance market and its pricing mechanisms are studied
in another research activity [1]. Here, we focus on capacity use by brokers.



In the real world, grid capacity is strongly dependent on the maximum total
energy extracted from the transmission level by the distribution system oper-
ator (DSO). Most of these costs are incurred at the transmission level, where
investments in generation facilities, power lines, and transmission station infras-
tructure dominate the costs of energy supply and transport. Modern electricity
supply markets charge for capacity as a surcharge on electricity use. This sur-
charge is calculated as a function of maximum net demand during some time
period in the past, usually in the timescale of months or years (details in Section
2). This pricing mechanism has inflexibility issues, however, in particular since
daily demand curves (which typically resemble the demand plots in Figure 2)
are strongly dependent on the time of year.

In the previous Power TAC Finals, capacity use was charged as a fixed sur-
charge through the wholesale market for electricity delivery. This fixed charge
not only does not reflect similar pricing in the real world, but also does not set
up a suitable correlation scheme between capacity use and actual maximum de-
mand. Thus, we here discuss the setup of another pricing mechanism for Power
TAC. This pricing scheme closely follows real-world cost structures, but retains
some flexibility to allow for both its execution in the simulation and support
research on dynamic peak demand pricing.

Fig. 3. Normalized net demand histograms for the 2014 and 2015 Power TAC Finals
competitions.



Fig. 4. Normalized peak demand histograms for the 2014 and 2015 Power TAC Finals
competitions.

To find a suitable mechanism for pricing capacity, we first looked at the
net demand in the 2014 and 2015 Finals competitions (Figure 3). This value is
the energy expected to be pulled from the transmission system operator (TSO)
by the DSO, and is directly correlated with actual delivery costs. Net demand
for the 2014 competition showed an average of 52.95 MWh, with a standard
deviation of 13.20 MWh, whereas the same values for the 2015 competition were
44.23 MWh and 17.25 MWh, respectively. These values were calculated over all
games in each competition. The decrease in average and increase in standard
deviation can both be attributed to the advent of residential solar producers.

To compare how the higher end of the net demand values appeared, we also
studied peak demand. We defined peak demand as the maximum overall demand
during each week of the simulation. Both the 2014 and 2015 Finals competitions
showed a significant number of peak demand events (Figure 4). However, we
found that peak demand events tend to not vary between competitions. Thus,
they are not significantly related to the 2015 Finals’ increase of residential solar.
Also, peak demand appeared mostly in the early evening and occasionally in the
early morning hours.

Based on these findings, we suggested the following pricing mechanism for
capacity charges:

– First, brokers pay a small fixed fee per customer connection in each timeslot.
This fee accounts for the capacity and the operations and management costs



of the distribution grid. Small and large customers will pay different prices,
since they utilize the distribution grid in somewhat different ways.

– Second, capacity charges will be computed at the end of each week, comput-
ing the highest n peaks in that week that go above a certain threshold. This
threshold will be set to meandemand + 1.2× stdevdemand, where meandemand

and stdevdemand are the average and standard deviation of demand in all
prior timeslots. The amount that each peak exceeds the threshold is multi-
plied by a fee, and the resultant amount defines the peak demand charge.
This peak demand charge is divided among brokers based on their demand
share (i.e. the total demand of their contracted customers divided by the
total demand) during that peak time.

The values of the fee for energy over the threshold and other parameters can be
adjusted to suitably reflect real-world capacity costs.

The dynamic portion of the capacity charge would motivate brokers to both
a) avoid demand in potential peak demand timeslots, and b)attempt to keep an
energy demand portfolio that has more constant energy use on an hourly basis.
Correctly applied, this mechanism is meant to smoothen the higher ridges of
each day’s demand curve. Although high demand is discouraged, low demand
is not. Brokers can be expected to obtain portfolios farther from the generally
expected daily demand plot. Thus, there is a possibility that more demand un-
predictability will be introduced into the market with this addition. The resulting
unpredictability of this addition can be an avenue of future research.

5 Conclusions and Future Work

The Power TAC simulation was designed to be a test bed for future energy
trends. It seeks to both guide policy and business decisions and provide a basis
for quantitative research on competitive energy markets. However, such a CB
approach’s value lies in retaining real-world applicability. This matter requires
regular assessment through alignment activities.

In this article, we presented an alignment activity for the Power TAC 2016
competition year. We first discussed the potential need for a peak demand pricing
mechanism within the simulation. We provided a pricing mechanism for the
Power TAC simulation which is both feasible in the simulation environment and
applicable to practice. This pricing mechanism has been implemented in the
2016 Power TAC competition year [15]. It has been calibrated to result in fees
similar to those charged in real-world consumer energy bills. This mechanism’s
functionality and influence on Power TAC’s dynamics will be assessed in the
2016 Finals competition in July 2016.

There are many possible research opportunities regarding the peak demand
issue. One important investigation could be the effect of this new mechanism on
Power TAC’s market dynamics. We chose to implement a somewhat static capac-
ity pricing option, to reflect similar pricing scenarios in the real world. However,
other pricing mechanisms, such as dynamic pricing, could also be viable. Explor-
ing other possible methods could introduce better methods for pricing capacity



use. With the increased use of volatile renewable energy sources, the effect of
these sources on peak demand also remains an open question. A study of regu-
lation requirements for capacity pricing could also inform policy and legislation
decisions.
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On Revenue-Maximizing Walrasian Equilibria
for Multi-Minded Bidders
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Abstract. We study a market setting in which bidders are multi-minded
and there exist multiple copies of heterogeneous goods. Our contributions
are as follows: (1) generalizing the definition of Walrasian equilibrium
with reserve prices (WEr) to that of envy-free equilibrium (EFEr); (2)
providing polynomial-time algorithms for finding a restricted EFEr; (3)
posing the problem of finding a revenue-maximizing EFEr, and running
experiments to show that our algorithms perform well on the metrics
of revenue, efficiency, and time, without incurring too many violations
of the WEr conditions, and also outperform existing algorithms for the
special case of single-valued unit-demand.

1 Introduction

In a centralized combinatorial matching market (CCMM), a market
maker offers a set of n heterogeneous goods to m consumers (or bidders), the
latter of which are interested in acquiring certain combinations (or bundles) of
goods. In general, there are multiple copies of each good i, but the total supply
Ni of each good is finite and fixed. Bidder j’s preferences are captured by a
valuation function vj(·) that describes how the bidder j values each bundle.

In general, a bidder’s valuation function can be an arbitrary function of the
set of all bundles. We study a case where bidders are only interested in specific
varieties of goods, and we model these interests as edges in a graph connecting
bidders only to their goods of interest. Furthermore, in our model, bidder’s
valuations are single-valued, and depend only on the bundle’s size, assuming
the bundle is a match for the bidder. The value then is either a positive value
Rj , if the size of the bundle is at least some threshold Ij , and 0 otherwise.

Our model is motivated by the Trading Agent Competition TAC AdX [16],
which in turn models online ad exchanges in which agents face the challenge of
bidding for display-ad impressions needed to fulfill advertisement contracts, after
which they earn the amount the advertiser budgeted. Other settings captured by
this model include the problem of how to allocate specialized workers to firms,
and how to compensate the workers, where each firm requires a certain number
of workers to produce an output (a new technology, for instance) that yields a
certain revenue.

One well-studied special case of our model is that of (single-valued) single-
minded consumers [12]. There, bidders are only interested in one particular
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bundle. Hence their valuation function can be understood as assigning value
Rj to that bundle or any superset thereof, and 0 to all other bundles. As our
valuations generalize this model—there can be multiple distinct bundles that
satisfy a bidder—we call our valuations (single-valued) multi-minded [1].

In this paper, we assume valuations are known to the market maker. Thus,
our problem setting is not one of traditional mechanism design where values
are private, but rather equilibrium computation. A market outcome is an
allocation-pricing pair (X,p), where X describes the assignment of goods to
bidders, and p ascribes prices to goods. While X is a matrix, we assume p is a
vector, which precludes any form of price discrimination (all copies of the same
good must have the same price). Furthermore, we assume item pricing, not
bundle pricing, so that the price of a bundle is the sum of the prices of all the
goods (items) in the bundle. Both of these assumptions—no price discrimination
and item pricing—are most natural.

Example 1. (CCMM and possible outcomes). Consider the CCMM in Figure
(A). There are two goods, G and F, with 2 copies of good G and 3 copies of
good F, and two bidders, Y and Z. Bidder Y wants two copies of good G and
values this bundle at 10, and bidder Z wants a bundle of size 2 made up of any
combination of Gs and Fs, with value 5. Possible outcomes of this markets are
depicted in Figures (B) and (C).

goods bidders

G2

F3

Y 2,$10

Z 2,$5

prices

2

2

G$5

F$1

Y

Z

prices

1

1

G$1

F$2

Y

Z

(A) (B) (C)

Outcome (B) allocates 2 copies of good G to bidder Y at a price of $5 per copy,
and 2 copies of good F to bidder Z at a price of $1 per copy. This outcome results
in the optimal social welfare ($15) and a revenue of $12.

Outcome (C) allocates to bidder Z only, 1 copy of good G at a price of $1,
and 1 copy of good F at a price of $2. This outcome results in a social welfare
of $5 and a revenue of $3.

One important related setting assumes bidders have unit-demand valuations,
meaning a bidder would like to acquire at most one good but may have differ-
ent valuations for different goods. This is a well-studied setting [2, 3, 7, 8], with
important theoretical guarantees. In particular, there always exists a Walrasian
equilibrium (WE) outcome [6] where bidders are envy-free, meaning they all re-
ceive one of their favorite bundles, and the market clears, meaning unallocated
goods are priced at zero. Thus, by the first welfare theorem of economics, we
have that the allocation X that is part of any WE outcome also maximizes
social welfare. In addition to maximizing social welfare, it is possible to find a
revenue-maximizing WE among all WE outcomes in polynomial time [7].
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Building on Myerson’s [11] intuition, Guruswami et al. [8] generalized the
problem of searching for a revenue-maximizing WE to that of searching for a
revenue-maximizing Walrasian equilibrium with reserve prices (WEr), where bid-
ders are envy-free and the market clears up to the reserve price, i.e., unallocated
goods are priced at the reserve. For bidders with unit-demand valuations a WE
always exists [6]; likewise, a WEr always exists. In addition, for a fixed reserve
price, we can find the revenue-maximizing WEr in polynomial time (using the
same approach as in [7]). With this more general solution concept in mind, Gu-
ruswami et al. pose the problem of finding a revenue-maximizing WEr, which
they accomplish with a polynomial-time approximation algorithm that picks a
particular set of reserve prices, generates a revenue-maximizing WEr for each
one, and then returns the revenue-maximizing WEr among those considered.

For our model—single-valued, multi-minded bidders—we remind the reader
that WE do not exist in general; they already do not exist for single-minded
bidders. However, by relaxing the market clearance condition, we arrive at a new
kind of WE which we call Envy-Free Equilibirum (EFE). In this relaxation,
we insist only that bidders are envy-free. We generalize this definition to that of
EFEr where unallocated goods are priced at a reserve. However, the first welfare
theorem does not hold for EFE, so maximal social welfare is not guaranteed by
this solution concept.

Departing from the social welfare concern, we instead tackle the problem of
maximizing seller revenue in our market setting. Since finding revenue-maximizing
WEr is APX-hard in a CCMM assuming single-minded bidders [8], we propose
a polynomial time heuristic for approximately solving for revenue-maximizing
EFEr, where we relax the envy-free condition to a restricted envy-free condi-
tion, which we are able to express as linear constraints. Building on the ideas of
Guruswami et al., we then search over a space of carefully chosen reserve prices
to find an approximately revenue-maximizing EFEr.

In sum, our contributions are: (1) generalizing the definition of Walrasian
equilibrium with reserve prices (WEr) to that of envy-free equilibrium (EFEr);
(2) providing polynomial-time algorithms for finding a restricted EFEr; (3) pos-
ing the problem of finding a revenue-maximizing EFEr, and running experiments
to show that our algorithms perform well on the metrics of revenue, efficiency,
and time, without incurring too many violations of the WEr conditions, and also
outperform existing algorithms for the special case of single-valued unit-demand.

Because our work on this problem was motivated by TAC AdX, in the rest
of the paper, we refer to bidders as campaigns and goods as users/impressions.

2 Model and Solution Concepts

We consider a set U of n users and a set C of m campaigns. We assume that each
user i ∈ U supplies a fixed number of impressions given by an associated positive
integer Ni > 0. Likewise, each campaign j ∈ C demands a fixed number of
impressions given by an associated positive integer Ij > 0. We define a market to
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be an augmented bipartite graph M = (U,C,E,N , I) with partitions U and C,
edges E, supply vector N = (N1, . . . , Nn), and demand vector I = (I1, . . . , Im).

An allocation A is a labeling x(i, j) ∈ N of E that represents the number
of impressions of type i allocated to campaign j. Such an allocation can be
represented by a matrix X where entry xij = x(i, j). The j-th column of an
allocation matrix is the bundle of impressions assigned to campaign j, which
we denote by x∗j ∈ Nn.

An allocation is feasible if, for all i, the total number of impressions assigned
across campaigns is no more than i’s supply: i.e., for all i :

∑m
j=1 xij ≤ Ni. We

use F ≡ F (M) to denote the set of all feasible allocations.
A market outcome is an allocation-pricing pair (X,p), assigning impressions

to campaigns and per-impression prices pi ∈ R+. Given such an outcome, the
cost of bundle x∗j to campaign j is given by Pj(x∗j) =

∑
i xijpi.

We also assume campaign j has value vj(x∗j) ∈ R+ for each bundle x∗j . For
convenience, vj(0) = 0, where 0 = (0, . . . , 0)T .

The utility of campaign j is defined to be uj(X,p) = vj(x∗j)− Pj(x∗j). A
standard assumption is that all campaigns are utility maximizers, and thus a
campaign prefers outcomes with higher utilities.

A fundamental market outcome studied in the literature is that of Walrasian
Equilibrium (WE) [15], which we define using our notation as follows.

Definition 1. (Walrasian Equilibrium). A feasible outcome (X,p) is a Wal-
rasian Equilibrium (WE) if the following two conditions hold:

1. Envy-freeness (EF): There is no bundle x′∗j that any campaign j prefers
to its assigned bundle x∗j, i.e., for all j, x∗j ∈ arg max

X′∈F
{vj(x′∗j)− Pj(x

′
∗j)}

2. Market clearance (MC): Every unallocated impression is priced at zero.

The EF condition is a fairness condition; it ensures that the outcome maxi-
mizes the utility of every campaign. Note that each campaign is individually ra-
tional i.e., uj(X,p) ≥ 0, since the null allocation is always a feasible allocation.
The MC condition, together with EF, implies, by the first welfare theorem of eco-
nomics, that the any allocation that is part of a WE is also welfare-maximizing.
However, a WE need not exist in the markets studied in this paper.

Example 2. (Non-existence of WE) Consider the market in Figure (A) with one
user and two single-minded campaigns. User u1 offers two impressions, campaign
c1 demands I1 = 1 impression, and campaign c2 demands I2 = 2. Rewards are
R1 = 5 and R2 = 7.

u12

c1 1,$5

c2 2,$7

2u12

c1 1,$5

c2 2,$7

1

u12

c1 1,$5

c2 2,$7

(A) (B) Not Envy-Free (C) Market doesn’t clear
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There are a total of 6 feasible allocations in this market and none of them
are part of a Walrasian Equilibrium. Two such allocations are depicted in (B)
and (C). In (B), there is no price p1 for u1 at which both campaigns would
be envy-free. In (C), we must have that p1 ≥ 3.5, or otherwise c2 would have
preferred 2 impressions from u1. But then the market does not clear since there
is an unsold copy of u1 with price greater than 0.

Since a WE need not exist for the markets studied in this paper, we eliminate
the market clearance condition.

Definition 2. (Envy-Free Equilibrium). A feasible outcome (X,p) is an Envy-
Free Equilibrium (EFE) if only envy-freeness holds.

Note that, in outcome (C) of Example 2, at any price p1 for u1 such that
3.5 ≤ p1 ≤ 5, both campaigns c1 and c2 are envy-free. It follows that this
outcome is an EFE.

Unlike in the unit-demand case, where, by the first welfare theorem, a WE
implies an efficient allocation [13], an EFE (even for unit-demand campaigns)
does not guarantee an efficient allocation.

Example 3. (An EFE does not imply an efficient allocation.) Consider a market
M with a single user that supplies N1 = m − 1 impressions and m campaigns,
where all campaigns demand 1 impression (i.e., Ij = 1, for all j). Rewards are
defined as follow: for 1 ≤ j < m : Rj = 1 and Rm = 2.

Consider outcome (X,p), where cm is allocated one impression at any price
p1 such that 1 < p1 ≤ 2, and no other campaign is allocated any impression.
This outcome is an EFE since all campaigns are envy-free. However, the welfare
of this outcome is 2 for any m > 1, since we only satisfy campaign cm.

A welfare maximizing allocation for this market is one that satisfies cm as
well as as many other campaigns as possible, obtaining welfare 2 +

∑m−2
j=1 Rj =

2+m−2 = m. Therefore, the welfare of the EFE (X,p), relative to the optimal
welfare, approaches zero, as m approaches ∞.

Although at first glance, it may seem disappointing the first welfare theo-
rem does not hold for EFE, it is not a show stopper. Even in the unit-demand
case, where the first welfare theorem does hold, there exists the competing, and
incompatible goal, of maximizing seller revenue.

In a unit-demand CCMM, if we let m(< r) = {j | Rj < r}, then |m(< r)| is
the number of campaigns with reward less than the reserve r. Assuming there
exists an allocation that satisfies all campaigns, by setting a reserve price r
we lose at least Rmin|m(< r)| welfare, where Rmin = minj{Rj}, while we are
guaranteed revenue of at least r|m(< r)c|.1

The following example further illustrate the trade off between welfare and
revenue, but in the case of single-minded bidders.

1 Here Ac denotes the complement of set A.
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Example 4. (Welfare-Revenue tradeoff) Consider the market in Figure (A) and
the two different outcomes in Figures (B) and (C)

u11

u11

c1 1,$100

c2 1,$1

prices

1

1

u1pb1

u2pb2

c1

c2

prices

1u1pc1

u2pc2

c1

c2

(A) (B) Welfare-Max. (C) Revenue-Max.

Outcome (B)’s allocation is welfare maximizing. To support an EFE we must
have 0 ≤ pb2 ≤ 1; otherwise c2 would not be envy-free. Moreover, pb1 ≤ pb2;
otherwise c1 would have preferred a copy of u2. So prices can only be as high
as pb1 = pb2 = 1, yielding revenue of 2. Outcome (C)’s allocation is not welfare
maximizing. However, in this case, an EFE can be supported by higher prices
than those in (B). In particular, pc2 ≥ 1; otherwise c2 would have preferred a
copy of u2. Again pc1 ≤ pc2 for the same reasons as in (B). Prices could be as
high as pc1 = pc2 = 100, yielding revenue of 100.

Example 4 motivates the introduction of reserve prices as a way to increase
revenue while maintaining envy-freeness among market participants. In the pre-
vious example, we could set a reserve price of $2 for u2. Doing so would increase
revenue from a maximum possible of $2 (with no reserve price) to $100. How-
ever, by setting reserve prices some campaigns are effectively thrown out of the
market, so welfare cannot be maximized, because any value these campaigns
bring to the market is lost.

Of particular interest in this paper are markets where campaigns are inter-
ested in acquiring bundles of users of at least some fixed size, which may differ
across campaigns. Note that this is a more general case of a the well-studied
problem of single-minded consumers [12] where campaigns are interested only
in one particular bundle of impressions. For this reason, we call our valuation
function multi-minded [1]. Formally:

Definition 3. (Single-valued, Multi-minded valuations). A campaign j is single-
valued, multi-minded, if it demands Ij impressions, and values bundles by the
function: vj(x∗j) = Rj if

∑n
i=1 xij ≥ Ij and 0 otherwise We call Rj > 0 the

reward attained by j in case its reach (or demand Ij) is fulfilled.

Motivated by this discussion, we generalize the definition of WE, requiring
that unallocated items are priced at some, possibly non-zero, reserve price r ∈
R+.

Definition 4. (Walrasian Equilibrium with reserve r). A feasible outcome (X,p)
is a Walrasian Equilibrium with reserve r (WEr) if it is a WE with prices
at least r, including unallocated impressions, which must be priced at exactly r.

Analogously, we augment the definition EFE to define an EFE with reserve
prices r.
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Definition 5. (Envy-Free Equilibirum with reserve r). A feasible outcome (X,p)
is an Envy-Free Equilibirum with reserve r (EFEr) if it is an EFE with
prices at least r, and in which users that are completely unallocated have a price
of exactly r, i.e,

Relaxed market clearance. ∀i : if
∑
j

xij = 0, then pi = r.

3 Computation of Envy-Free Equilibria

Chen et al. [9] showed that deciding the existence of WE in a CCMM assuming
single-minded bidders is NP-hard. Consequently, we propose a natural restriction
on the envy-free-ness condition, which lends itself to a polynomial-time compu-
tation. With it, we can find a restricted WE in polynomial time in single-minded
CCMMs. Furthermore, in multi-minded CCMMs, we can find a restricted EFE
in polynomial time.

Before presenting our algorithm, we formally define restricted envy-free
prices. Notationally, we write |x∗j | =

∑n
i=1 xij as the size of the bundle assigned

to campaign j.

Definition 6. (Restricted Envy-Free) A price vector p is called restricted envy-
free with respect to a feasible allocation X if, for all j such that |x∗j | > 0:

x∗j ∈ arg max
X′∈F|x∗j |

{vj(x′∗j)− Pj(x
′
∗j)}

where F|x∗j | = {0} ∪ {x′∗j ∈ X | ∀i : x′ij ≤ Ni and |x′j | = |xj |}, i.e., the set of
all feasible bundles of size equal to |x∗j |.

The following theorem presents linear conditions that fully characterize re-
stricted envy-free prices.

Theorem 1. Given a market M and a feasible allocation X, the following con-
ditions are necessary and sufficient for p to be restricted envy-free.

Individual Rationality: ∀j : Pj(x∗j) ≤ vj(x∗j).

Compact Condition: ∀i, j : If xij > 0 then ∀k : If xkj < Nk then pi ≤ pk.

A detailed proof of this theorem is provided in the Appendix.

The linear program shown in Algorithm 1, which uses seller revenue as the ob-
jective function and the linear conditions that characterize restricted envy-free-
ness as constraints, can be used to find a set of restricted envy-free prices that
maximizes seller revenue for a given reserve price. This algorithm also includes
the relaxed market clearence condition, so it actually finds a revenue-maximizing
EFEr with restricted envy-free prices in polynomial time.
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ALGORITHM 1: LP EFEr
Input: Market (U,C,E,N , I), reserve price r, allocation X
Output: A pricing p
maximize

∑
j

∑
i xijpi

subject to (1) ∀j ∈ C : If |x∗j | > 0, then pj(x∗j) ≤ vj(x∗j)
(2) ∀i ∈ U,∀j ∈ C : If xij > 0 then

∀k ∈ U : If xkj < Nk then pi ≤ pk
(3) ∀i : If

∑m
j=1 xij = 0 then pi = r

(4) ∀i ∈ U : pi ≥ r

4 Revenue Maximizing Prices

In the remainder of this paper, we will be concerned with finding prices that
maximize seller revenue for different market outcomes. We start by defining what
a revenue-maximizing problem means for different solution concepts and review
algorithms found in the literature to compute these prices in the special case
of unit-demand campaigns. We then present our algorithm for finding revenue-
maximizing EFEr in multi-minded CCMMs.

Definition 7. The revenue-maximizing WE problem: Given a CCMM,
find a revenue-maximizing WE.

Borrowing ideas developed by Gul and Stachetti [7], Guruswami et al. [8]
presented a VCG-inspired [14] polynomial-time algorithm to solve the revenue-
maximizing WE problem in unit-demand CCMMs: let V be the valuation matrix
of market M where entry vij denotes campaign j’s valuation for user i. Let
w(V ) denote the weight of a maximum weight matching on V . Let V−i denote
the valuation matrix of market M−i with user i removed. For each user i, set
pi = w(V )− w(V−i). We call this algorithm MaxWE.

Then, building on Myerson’s [11] intuition that reserve prices can boost rev-
enue, Guruswami et al. [8] went one step further, essentially generalizing the
problem of searching for a revenue-maximizing WE to that of searching for a
revenue-maximizing WEr.

Definition 8. The revenue-maximizing WEr problem: Given a CCMM,
find a revenue-maximizing WEr.

Algorithm 2 is a high-level strategy for finding a revenue-maximizing WEr.

ALGORITHM 2: Strategy for finding a revenue-maximizing WEr

Input: Market M = (U,C,E,N , I)
Output: A pricing p and an allocation X
1. For various choices of r, find a WEr
Output a pair (X,p) with maximum seller revenue.

In the unit-demand case, Guruswami et al.[8], showed that the following
instance of Algorithm 2 finds a revenue-maximizing WEr that has revenue at
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least OPT/(2 lnm), where OPT is the optimal envy-free revenue. 1a. Find a
maximum weight matching π of V . 1b. For each valuation r on the edges of
π, compute a WEr as follows: for each user i augment the valuation matrix to
include two dummy campaigns, each with reward r. Run MaxWE on the new
valuation matrix to obtain a WE, based on which a new matching X ′ can be
inferred by reallocating impressions from dummy campaigns to real campaigns.
We call this Algorithm MaxWErApprox.

As shown in Example 2, a WE might not exist for a CCMM; thus, a WEr
might also not exist. But recall that an EFEr always exists. Hence, we define
the following problem:

Definition 9. The revenue-maximizing EFEr problem: Given a CCMM,
find a revenue-maximizing EFEr.

We now present our approach (Algorithm 3) to searching for a revenue-
maximizing EFEr. Like the algorithm of Guruswami et al.[8], our algorithm for
computing an EFEr in a multi-minded CCMM follows the structure of Algo-
rithm 2. That is, for various choices of r, we find an EFEr, and then we output
an EFEr which is revenue-maximizing among all those considered.

More specifically, our algorithm closely follows the two steps 1a. and 1b. of
MaxWErApprox. We first find an allocation X (1a), and then for all xij > 0,
we run Algorithm 1 on the market M , reserve price r = Rj/xij , and an allocation
that respects this reserve price (1b).

ALGORITHM 3: Revenue-Maximizing EFEr (RM-EFEr)

Input: Market M = (U,C,E,N , I)
Output: A pricing p and an allocation X
1. Find an initial allocation X.
2. For all xij > 0:

2.0 Set reserve price r = Rj/xij .
2.1 Find an allocation Xr that respects the reserve price r.
2.2 Run LP EFEr on input: M , reserve price r, and allocation Xr.

Output the pair (X,p) with maximum seller revenue.

Allocations in Multi-minded CCMMs. Two steps in Algorithm 3 depend on an
allocation. The natural place to look are among those of optimal value. A feasible
allocation is optimal if it maximizes the total of all campaigns’ rewards.

Definition 10. (Optimal Allocation) An optimal allocation is a solution to the
following optimization problem:

maxX

m∑
j=1

Rjyj, subject to: ∀i :
m∑
j=1

xij ≤ Ni, ∀j : yj ∈ {0, 1}

Definition 11. (Optimal Allocation that respects a reserve price) An optimal
allocation that respects a reserve price is a solution to the following optimization
problem:

maxX

m∑
j=1

(Rj − rIj)yj, subject to: ∀i :
m∑
j=1

xij ≤ Ni, ∀j : yj ∈ {0, 1}
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The following theorem implies that is unlikely that one can devise an Algo-
rithm that optimizes welfare in multi-minded CCMMs in polynomial time.

Theorem 2. Finding an optimal allocation is NP-hard. (Proof provided in the
appendix.)

Since finding an optimal allocation is NP-Hard, we propose a simple greedy
heuristic (Algorithm 4) to find hopefully near-optimal allocations. This algo-
rithm can easily be adapted to produce an allocation that respects reserve price
r as follows: given input market M , construct new market M ′ by removing any
campaign j such that Rj − rIj < 0, and setting the reward of the remaining
campaigns to be Rj − rIj . Run Algorithm 4 on input M ′ to obtain an allocation
X ′, from which we can infer a feasible allocation X for the original input M .

ALGORITHM 4: Greedy Allocation Heuristic

Input: Market M = (U,C,E,N , I)
Output: Allocation X
For all i, j set xij = 0.
foreach j ∈ C do

Let Uj = {i | (i, j) ∈ E and
∑m

j=1 xij < Ni}.
if

∑
i∈Uj

Ni ≥ Ij then

foreach i ∈ Uj do
xij = min{Ij −

∑n
i=1 xij , Ni −

∑m
j=1 xij}.

There are two sources of non-determinism in Algorithm 4: (1) the order in
which to loop through campaigns and (2) the order in which to loop through
users. The most basic Algorithm orders campaigns in descending order of re-
wards per impression demanded, i.e., Rj/Ij , and users in ascending order of
remaining supply. We also experiment with other combinations, e.g., ordering
users in descending order of remaining supply.

5 Results for Singleton CCMMs

Before presenting our experimental results on multi-minded CCMMs, for which
we do not have any theoretical guarantees, we define singleton CCMMs, and
prove results about our algorithm in this special case.

Definition 12. (Singleton CCMM) A market is said to be a singleton CCMM
if it is a CCMM where every every campaign demands exactly one impression.

Theorem 3. LP EFEr produces (unrestricted) envy-free prices on input (M,X, r),
where M is a singleton CCMM and X is an optimal allocation that respects re-
serve price r. (Proof provided in the appendix.)

Corollary 1. LP EFEr produces a WEr on input (M,X, r) where M is a
singleton CCMM and X is an optimal allocation that respects reserve price r.
(Proof provided in the appendix.)
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6 Experiments

6.1 Experimental setup

Given an outcome (X,p), seller revenue ρ =
∑

j

∑
i xijpi, and total welfare

W =
∑

j Rjyj , where yj = 1 in case campaign j is allocated in X and 0 oth-
erwise. Let OPTW be the value of the optimal allocation. Note that, since we
assume campaigns are individually rational, seller revenue cannot exceed OPTW .
We thus report metrics of efficiency W/OPTW , and seller revenue ρ/OPTW . We
also report metrics baed on violations of the envy-freeness and market clearing
conditions. Given a market M and outcome (X,p), we define an envy-free vio-
lation (EF) as the ratio between the number of campaigns that are not envy-free
and the total number of campaigns in the market. Likewise, we define a market
clearance violation (MC) as the ratio between the number of users completely
unallocated whose price is greater than zero, and the total number of users in
the market.

All metrics are reported over random markets M drawn from the following
distribution. Let S =

∑n
i=1Ni be the total supply of M , and let D =

∑m
j=1 Ij

be the total demand of M . The supply-to-demand ratio S/D, is a measure of
how much over (or under) demanded a market is. A market is over demanded if
S/D < 1 and under demanded if S/D > 1.

Define the distribution Random-k-Market(n,m, p, k) over CCMM as follows.
There are n user and m campaigns in each market M . The parameter p is the
probability that an edge (i, j) is present in E. This means that the expected
number of edges in a market drawn from Random-k-Market(n,m, p, k) is pnm.
Each of the user’s supplies Ni, and each of the campaign’s demands Ij , is a
randomly and independently drawn integer between 1 and 10 such that the
supply-to-demand ratio is k. Finally, each campaign’s reward Rj is uniformly
and independently drawn uniformly on [1,10].

6.2 Results

From Random-k-Market(n,m, p, k) we generate markets with n,m = 1, . . . , 20,
p = 0.25, 0.5, 0.75, 1.0 and k = 0.25, 0.33, 0.5, 1, 2, 3, 4. For each metric, we report
the average across markets over 100 independent trials.

Algorithm names are abbreviated as follows: CK refers to the Crawford-
Knoer ascending auction [6] (see the Appendix for details), MaxWErApprox
and MaxWE refer to Guruswami et. al’s algorithms (see section 4). LP refers
to our revenue-maximizing EFEr algorithm. The algorithm LP is qualified by
the type of allocation given as input: LP Optimal refers to the case when an
optimal allocation is given as input, and LP Greedy refers to the case when a
greedy allocation is given as input.

We report results where the greedy allocation heuristic orders users by de-
scending order of remaining supply. We also experimented with ordering users
by ascending order of remaining supply, but saw no qualitative differences in the
results.
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Under-demanded Singleton CCMM

Efficiency Revenue Time EF MC

CK 1.00 0.00 0.25 0.00 0.00
MaxWErApprox 0.85 0.67 12.94 0.00 0.64

MaxWE 1.00 0.04 0.41 0.00 0.00
LP Optimal 0.86 0.73 15.73 0.00 0.63

Over-demanded Singleton CCMM

Efficiency Revenue Time EF MC

CK 1.00 0.49 4.57 0.00 0.00
MaxWErApprox 0.96 0.84 5.69 0.00 0.12

MaxWE 1.00 0.80 0.24 0.00 0.00
LP Optimal 0.95 0.86 11.47 0.00 0.13

Under-demanded CCMM, k ∈ {2, 3, 4}
Efficiency Revenue Time EF MC

CK 0.97 0.08 4.22 0.00 0.07
LP Optimal 0.84 0.65 232.22 0.00 0.43
LP Greedy 0.84 0.65 12.87 0.00 0.49

Over-demanded CCMM, k ∈ {0.25, 0.33, 0.5}
Efficiency Revenue Time EF MC

CK 0.79 0.41 2.50 0.00 0.21
LP Optimal 0.93 0.75 199.59 0.02 0.11
LP Greedy 0.89 0.72 9.08 0.02 0.15

6.3 Discussion

Our experimental results show that our algorihtm performs well across markets
of diferent sizes and characteristics on the metrics of revenue, efficiency, and time,
with very few violations of EF and MC conditions. For example, our algorithm
is able to accrue upwards of 72% revenue in the case of overdemanded markets
while retaining an efficiency of 89%, and it does so with hardly any EF violations.
The results also show that a greeedy allocation heuristic performs well compared
to the optimal allocation, achieving comparable results in a fraction of the time.
Moreover, our algorithm outperforms the extant algorithms in singleton CCMM
markets.

Our results also depict the welfare-revenue tradeoff in multi-minded CCMMs.
In general, an algorithm that achieves efficiency close to 1 does so at the expense
of revenue. Likewise, an algorithm with high revenue usually exhibits lower effi-
ciency. Nonetheless, it appears our algorihtm is capable of striking a good bal-
ance between efficiency and revenue, in particular in the more-interesting case
of over-demanded markets.
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7 Conclusion and Future Directions

It is well known that CCMMs with unit-demand valuations have some important
properties, e.g., a WE always exists and there are polynomial-time algorithms to
find such outcomes. A WE outcome guarantees that all campaigns are envy-free
and that the market clears, and thus, by the first welfare theorem of economics,
yields an allocation that maximizes social welfare. Guruswami et al. [8] proposed
an algorithm for the unit-demand case, sacrificing social welfare in an attempt
to maximize seller revenue, while maintaining the envy-freeness property. In this
paper, we proposed an algorithm that generalize this well-known algorithm for
the unit-demand case to the case of single valued, multi-minded CCMMs. In
future work, we plan to look more closely at algorithms [8, 10, 4, 5] that have
been proposed for the more difficult case of single-minded campaigns, and to
perhaps generalize results about those algorithms to the single-valued, multi-
minded campaign setting studied here.
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Appendix

Crawford and Knoer ascending auction

In the unit-demand setting, it is well known that Walrasian Equilibria exist [7].
Furthermore, Crawford and Knoer [6] proposed an ascending auction mechanism
which, for price increment ε, yields an εWE.2 We describe the workings of their
mechanism in a unit-demand CCMM in Algorithm 5.3

ALGORITHM 5: Crawford-Knoer Ascending Auction (Unit-demand)

Input: Market M = (U,C,E,N , I), where ∀i : Ni ≥ 1 and ∀j : Ij = 1
Output: A pricing p and an allocation X
For every i, set pi = 0
For every i, j, set xij = 0
while TRUE do

foreach Unallocated campaign j do
Let i∗ ∈ arg maxi∈U{Rj − (pi + ε)}.
Add (i∗, j) to B.

if B = ∅ then
Halt with current allocation X and prices p.

else
Choose (i, j) ∈ B.
xij = 1.
if

∑
l xil > Ni then
pi = pi + ε.
Completely unallocate all campaigns j′ 6= j such that xij′ > 0.

Output the final pair (p,X).

2 In an εWE, envy-free-ness is satisfied up to ε.
3 The only difference between our presentation and the original one is that Ni may

exceed 1, so in the final if statement, it may be necessary to unallocate impressions
from more than one campaign.
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This algorithm, as stated, completely generalizes to CCMMs with multi-
minded valuations, except that at each step of the algorithm we must query
campaigns for their favorite bundles at the current prices plus ε, rather than
their favorite individual goods.

Proof of theorem 2

Finding an optimal allocation is NP-hard. To prove this, we reduce from the
following version of set packing: Given a universe U = {u1, u2, . . . , un} and a
family of subsets S = S1, S2, . . . , Sk ⊆ U , find the maximum number of pairwise
disjoint sets in S.

Consider an input (U ,S) to the set packing problem as described above. Let
us construct a market (U,C,E) from (U ,S) as an input to the optimal allocation
problem. At a high level, the input market consists of n users each supplying
exactly 1 impression and k campaigns where each campaign corresponds to a
member Sj ∈ S that demand as many impressions as elements in Sj and attains
a reward of exactly 1. A user is connected to a campaign only if the index of the
user is contained in the set Sj associated with the campaign.

Formally, given (U ,S) where U = {1, 2, . . . , n} and S = {S1, S2, · · · , Sk},
construct f(U ,S) = (U,C,E) as follow: (1) for users set U = U and Ni = 1 for
all i = 1, 2, . . . , n. (2) for campaigns set C = {1, 2, . . . , k} and associate each
campaign cj ∈ C to Sj ∈ S so that Ij = |Sj |. Also, Rj = 1 for all j = 1, 2, . . . , k.
(3) finally, (ui, cj) ∈ E only if i ∈ Sj . Clearly the transformation f is polynomial
on the size of the input (U ,S).

As an example, let U = {1, 2, 3, 4, 5} and S1 = {1, 2}, S2 = {1}, S3 = {1, 2, 3}
and S4 = {4, 5}. The transformation f results in the following market:

1

2

3

4

5

S1 {1 ; 2}

S2 {1}

S3 {1 ; 2 ; 3}

S4 {4 ; 5}

We now show that a set packing for (U ,S) corresponds to an optimal allocation
for f(U ,S) and vice versa. Suppose that l is the maximum number of pairwise
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disjoint sets in S and that S1, S2, . . . , Sl ∈ S are these sets. By our transfor-
mation f we know that each campaign cj associated with a set Sj from the
previous list is connected to as many users as |Sj |. Since all these sets are pair-
wise disjoint, all campaigns are connected to different users. Therefore, each of
these campaigns can be fulfilled which means that the value of the optimal allo-
cation is at least l. Moreover, we know that is not possible to fulfill more than l
campaigns since l is the maximum number of pairwise disjoint sets, and select-
ing more than l campaigns would imply, by our transformation f , that at least
one user has a supply greater than 1. Therefore, l is the value of the optimal
allocation of f(U ,S).

Suppose that l is the value of the optimal allocation of f(U ,S). This means
that l is the maximum number of campaigns that can be fulfilled. Campaign
cj is fulfilled only if its allocation is at least |Sj |. By construction we know
that a campaign is connected to exactly |Sj | many users. Therefore, each of the
c1, c2, . . . , cl allocated campaigns is fulfilled by exactly |S1|, |S2|, . . . , |Sl| users.
Moreover, none of these users are allocated to different campaigns as users supply
exactly 1 impression. Therefore, the sets associated with the selected campaigns
must not overlap in any element, i.e., they must be pairwise disjoint. This shows
that there are at least l pairwise disjoint sets in (U ,S). We also know that there
must be at most l pairwise disjoint sets or otherwise the value of the optimal
allocation would have been more than l. Therefore, l is the maximum number
of pairwise disjoint sets in S. �

Proof of theorem 1

Given a market (U,C,E) and a feasible allocation X, the following conditions
are necessary and sufficient conditions for p to be restricted envy-free.

Individual Rationality: ∀j : Pj(x∗j) ≤ vj(x∗j)
Compact Condition: ∀i, j : If xij > 0 then ∀k : If xkj < Nk then pi ≤ pk

We will prove directly that Individual Rationality and the Compact
Condition are necessary conditions for restricted envy-free prices. To prove suf-
ficiency, we will use the following alternative conditions:

Condition A: If 0 < xij < Ni and 0 < xkj < Nk then pi = pk.
Condition B: If xuIndexj = Ni and 0 < xkj < Nk, then pi ≤ pk
Condition C: If xij = 0 and 0 < xkj ≤ Nk, then pi ≥ pk

We will first prove that the Compact Condition implies Conditions A,
B and C. To conclude our proof, we will prove that Individual Rationality
together with Conditions A, B and C are sufficient for restricted envy-free
prices.

The Compact Condition means that in all users where a campaign is
allocated not nothing in one user i, and not everything in another user k, then
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the price in i is less than or equal to the price in k. Condition A means that
if a campaign is allocated some of two users (but not all and not none), then
the prices in those two users must be the same. Condition B means that if
a campaign is allocated all of a user, then the price of that user can be less
than the price in other users where the campaign is allocated some (or none, by
transitivity). Finally, Condition C means that if a campaign is allocated some
of a user, then the price in that user can be less than the price in other users
where the campaign is allocated none.

Intuitively, given an allocation, these conditions aim at producing prices so
that campaigns could not have been better of using a different allocation. A
campaign would rather exhaust all cheaper impressions before acquiring more
expensive ones. Alternatively, if a campaign is allocated the entire supply from
one user, then the price of that user must be less or equally as expensive as
another user with only a partial supply allocation. Moreover, since impressions
across markets are valued equally, buying two impressions from different users
for which there are more available must mean these impressions are identically
priced, otherwise a rational buyer would have preferred to acquire more of the
cheaper one.

We now show that these are sufficient and necessary conditions for restricted
envy-free prices.

Necessity

Let X ∈ F . Suppose p is a restricted envy-free pricing. Then, for every j such
that |x∗j | > 0 we have x∗j ∈ arg maxX′∈F|x∗j |{vj(x

′
∗j)− Pj(x

′
∗j)}.

Individual Rationality follows immediately from the fact that, for any j,
0 ∈ F|x∗j |.

We prove the Compact Condition by contradiction.

Let i and j be such that xij > 0 but suppose there exists k such that
xkj < Nk and pi > pk. In this case we can construct a feasible bundle y∗j ∈
F|x∗j | such that vj(y∗j)− Pj(y∗j) > vj(x∗j)− Pj(x∗j) which would imply x∗j /∈
arg maxX′∈F|x∗j |{vj(x

′
∗j)−Pj(x

′
∗j)}. Construct y∗j as follow: initially y∗j = x∗j

and then replace ykj = xkj +1 and yij = xij−1. In words, take one less from xij
and replace it with one from xkj . Since xij > 0 and xkj < Nk we have that y∗j
is a feasible bundle. By construction |xj | = |yj | and so vj(y∗j) = vj(x∗j). Since
pi > pk and bundle y∗j uses one more from k and one less from i compared to
bundle x∗j , it follows that Pj(y∗j) < Pj(x∗j) or equivalently vj(y∗j)−Pj(y∗j) >
vj(x∗j)− Pj(x∗j). �

We show that the Compact Condition implies Conditions A, B and
C and thus, establish that all conditions are necessary for restricted envy-free
prices. Suppose the Compact Condition is true. Let us prove each condition
separately:

Condition A: Suppose (a) 0 < xij < Ni and (b) 0 < xkj < Nk. Apply the
compact condition in two ways:
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(1) by (a), 0 < xij and by (b), xkj < Nk, thus, compact condition implies
pi ≤ pk.

(2) by (b), 0 < xkj and by (a), xij < Ni, thus, compact condition implies
pk ≤ pi.

(1) and (2) imply that pi = pk
Condition B: Suppose (a) xij = Ni and (b) 0 < xkj < Nk. Since Ni > 0 is

a positive integer (a) implies xij > 0 which together with the compact condition
and (b) implies pi ≤ pk

Condition C: Suppose (a) xij = 0 and (b) 0 < xkj ≤ Nk. Since Ni > 0
is a positive integer (a) implies xij = 0 < Ni which together with the compact
condition and (b) implies pk ≤ pi.

Therefore all conditions are necessary.

Sufficiency

It suffices to show that Conditions A, B, C and Individual Rationality
imply restricted envy-free prices. Given X, suppose for a contradiction that p is
a pricing that is not restricted envy-free but that satisfies conditions Conditions
A, B, C and Individual Rationality.

By definition there exists j such that |x∗j | > 0 but x∗j 6∈ arg maxX′∈F|x∗j |{vj(x
′
∗j)−

Pj(x
′
∗j)}. Let y∗j ∈ F|x∗j | be such that y∗j ∈ arg maxX′∈F|x∗j |{vj(x

′
∗j)−Pj(x

′
∗j)}.

This means:
vj(y∗j)− Pj(y∗j) > vj(x∗j)− Pj(x∗j) (∗)

We must have |yj | = |x∗j |, for otherwise |yj | = 0 would imply vj(y∗j) =
Pj(y∗j) = 0, but by Individual Rationality |x∗j | > 0 implies Pj(x∗j) ≤
vj(x∗j), contradicting (*).

Thus, |yj | = |x∗j |, which means vj(y∗j) = vj(x∗j). Simplifying (∗) we get:

Pj(y∗j) < Pj(x∗j) (∗∗)

We will now show that equation (∗∗) leads to a contradiction. First note that,
by definition, Pj(y∗j) ≥ 0 together with (∗∗) imply Pj(x∗j) > 0. This means that
there is some user i such that the allocation xij > 0 and pi > 0. Without loss of
generality, let us consider the following cases: (In the following diagrams, dotted
lines means that a connection exists but there is no allocation.)

(1) bundle y∗j contains impressions from at least one different user than x∗j .

ui xij

uk

xkj

ul

cj

ui yij

uk

ykj

ul

ylj

cj
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We know that xij > 0. Suppose, without loss of generality, that xkj = ykj ,
xij > yij and ylj > xlj = 0. Since both bundles have the same number of
impressions, it follows that xij = yij+ylj . This implies that xijpi = (yij+ylj)pi =
yijpi + yljpi. By Condition C, 0 < pi ≤ pl, and thus xijpi ≤ yijpi + yljpl. It
follows that bundle y∗j is at least as expensive as x∗j , since Pj(x∗j) = xijpi +
xkjpk ≤ yijpi + yljpl + ykjpk = Pj(y∗j). Thus, Pj(x∗j) ≤ Pj(y∗j), contradicting
(**).

(2) bundle y∗j contains a different number of impressions from the same users
in x∗j . Consider ε > 0.

ui xij

uk

xkj

ul

cj

ui xij + ε

uk

xkj − ε

ul

cj

In this case it must be that xij < Ni since we cannot take from an exhausted
user.

If xkj < Nk, then Condition A implies pi = pk which means Pj(x∗j) =
Pj(y∗j).

If xkj = Nk, then Condition B implies pk ≤ pi which means Pj(x∗j) ≤
Pj(y∗j).

In either case, bundle y∗j is at least as expensive as x∗j
Therefore, we conclude that in all cases bundle y∗j is at least as expensive

as x∗j , i.e., Pj(y∗j) ≥ Pj(x∗j), contradicting (∗∗). �

Note that the Compact Condition is not sufficient nor necessary for re-
stricted envy-free in the case where vj is not a step cost function. Consider a
market with 2 users (both offering 1 impression), 1 campaign (demanding one
impression and connected to the two users). Suppose the user values getting 1
from user 1 in 1000 and getting 1 from user 2 in 100. If we price the first user
in 20 and the second in 10, the campaign would want to get the more expensive
one because it will make more profit anyways. So, even though we consume an
entire market and not all of another market, the exhausted market is still more
expensive than the non-exhausted market. �

Proof of theorem 3

Note for this proof we assume that all users supply only one impression. This
assumption is withouloss of generality: if a user i supplies Ni > 1 impressions,
then we can replace this user by Ni users identical to i but each supplying only
1 impression.
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Suppose for a contradiction that there exists j that is not envy-free. Then,
there exists a bundle y∗j such that

vj(y∗j)− pj(y∗j) > vj(x∗j)− pj(x∗j) (∗)

Since X is a matching, we have that either |xj | = 0 or |xj | = 1.

(i) If |xj | = 1, then there is exactly one k such that xkj = 1.
In this case we must have that |yj | = 1, for otherwise |yj | = 0 implies
vj(y∗j) = pj(y∗j) = 0, and it follows from (∗) that 0 > vj(x∗j) − pj(x∗j),
which violates Individual Rationality.
If |yj | = 1, then bundle y∗j must assign a user l 6= k to j. Since x∗j takes
all of market k, by Compact Condition we must have pk ≤ pl. Also, since
|yj | = 1, vj(y∗j) = Rj . From (*) it follows:

Rj − pl > Rj − pk =⇒ pl < pk, a contradiction.

(ii) If |xj | = 0, then by a reasoning similar to case (i) we must have |yj | = 1.
This means that j would have preferred to be allocated an impression from
some user l. From (*) it follows Rj > pl. However, we can construct another
feasible solution p’ with more seller revenue than the optimal. This solution
would be identical to p except that we set p′l = Rj to any user l′ in the
transitive closure of j, provided Individual Rationality is not violated
and p′l < Rj .
First, note that any such user l′ must have been allocated to another cam-
paign d such that Rd ≥ Rj , for otherwise we can construct an allocation
X ′ that has more value than the optimal allocation X. Since the original
solution p satisfied Individual Rationality, so does the new solution p′.
Likewise, if the original solution satisfies the Compact Condition, then
increasing the price of users l′ preserves this condition. A campaign not allo-
cated any l′ is indifferent to the increased price since the compact condition
already guarantees it received a cheaper price. A campaign allocated a user
l′ is in the transitive closure of j and thus, is indifferent to the new prices
since these are all the same. Therefore, we have a new feasible solution p′

with more seller revenue than the optimal.

In any case we contradict our assumptions and thus, there exists no such j. �

Proof of Corollary 1

We need to consider only the case where a user class is not allocated and show
that this does not produce prices that are not envy-free. All other cases follow
from Theorem 3. Consider an unallocated user class i. By the market clearance
condition, we have pi = 0. All campaigns j connected to i must have been
allocated under X, for otherwise allocate i to any of these campaigns to obtain
a higher allocation value, which contradicts the assumption that X is optimal.
Now, let k be the user allocated under X to a campaign j that is accessible to
i. By the Compact Condition pk ≤ pi and therefore, j is envy-free.
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Abstract. The Power TAC simulation emphasizes the strategic problems that
broker agents face in managing the economics of a smart grid. The brokers must
make trades in multiple markets and to be successful, brokers must make many
good predictions about future supply, demand, and prices in the wholesale and
tariff markets. In this paper, we investigate the feasibility of using learning strate-
gies to improve the performance of our broker, SPOT. Specifically, we investigate
the use of decision trees and neural networks to predict the clearing price in the
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for pricing our tariffs in the tariff market. Our preliminary results show that our
learning strategies are promising ways to improve the performance of the agent
for future competitions.
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1 Introduction

The traditional energy grid lacks several important features such as effective use of
pricing and demand response of energy, customer participation, and proper distribution
management for variable-output renewable energy sources [1]. The smart grid has the
potential to address many of these issues by providing a more intelligent energy in-
frastructure [2]. Researchers rely on rich simulations such as the Power Trading Agent
Competition (Power TAC) [1] to explore the characteristics of future smart grids. In the
Power TAC smart grid simulation, brokers participate in several markets including the
wholesale market, the tariff market, and the load balancing market to purchase energy
and sell it to customers. This game was designed as a scenario for the annual Trading
Agent Competition, a research competition with over a decade of history [3].

The wholesale and tariff markets attempt to simulate existing energy markets such
as the European or North American wholesale energy markets. The wholesale market
is a “day ahead market” where the energy is a perishable good and it allows brokers
to buy and sell quantities of energy for future delivery. Market structures like this exist
across many different types of perishable goods, so finding effective, robust, automated
bidding strategies for these markets is an important research challenge.



2 Investigation of Learning Strategies for the SPOT Broker in Power TAC

The tariff market is where the major portion of energy purchased from the wholesale
market is sold to consumers (e.g., households, offices, etc.). Energy is sold through
tariffs offered by the brokers and a goal for the broker is to offer competitive tariffs
that attract a large pool of consumers. The overall goal of each broker is to maximize
its profit (e.g., by selling energy in the tariff market at a higher price than the purchase
price of the energy in the wholesale market).

In this paper, we investigate the feasibility of using learning strategies to improve
the performance of our broker, called Southwest Portfolio Optimizing Trader (SPOT),
in Power TAC. Specifically, we present our initial work on using decision trees to pre-
dict the clearing prices in the wholesale market and the use of an unsupervised rein-
forcement learning algorithm to learn good strategies for pricing our tariffs in the tariff
market. Preliminary results show that these learning strategies hold promise, though we
plan to investigate additional improvements to increase the competitiveness of the agent
further.

2 Background: Power TAC

Power TAC models a competitive retail power market where the simulation runs for
approximately 60 simulated days, and takes about two hours. Broker agents compete
with each other by acting in three markets: wholesale market, tariff market and bal-
ancing market. It also includes a regulated distribution utility and a real location based
population of energy customers during a specific period. Customer models include sev-
eral entities such as households, electric vehicles, and various commercial and indus-
trial models. Brokers participating in the simulation try to make profit by balancing the
energy supply and demand as accurately as possible. By efficiently managing stochas-
tic customer behaviors, weather-dependent renewable energy sources, the broker with
highest bank balance wins the competition [4]. SPOT participated in the 2015 Power
TAC competition. The table below shows results of the 11 participating agents in 2015
across games with varying numbers of competing brokers.

Name 3 Brokers 9 Brokers 11 Brokers Total Total (Normalized)
Maxon15 (1st) 186159 3667524 80687243 84540925 3.402
TacTex15 (2nd) 488341 5196258 38755591 44440191 2.221
CUHKTac (3rd) 556792 4000749 35070699 39628240 1.927

AgentUDE -14748 1162481 52098550 53246283 1.597
Sharpy -6459 2586534 45130820 47710895 1.564

COLDPower 307197 1334765 14309076 15951038 0.371
cwiBroker -461511 -1650580 41663592 41663592 0.343
Mertacor -23099 -139344 32199 -130244 -0.786

NTUTacAgent -1533793 -10416019 43469971 31520159 -2.202
SPOT -1570860 -2361785 7521196 3588551 -2.327

CrocodileAgent -2981460 -13915197 -3318695 -20215352 -6.111
Table 1. Power TAC 2015 final round results
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We only had a couple of months of development before the 2015 tournament, so
the main goal was to participate competently without major errors. Overall, our agent
achieved this objective, but was not yet competitive with the top agents in the competi-
tion. The 2015 agent had preliminary implementation of some of the ideas we describe
here, but we have since worked to improve the performance of the agent by updating
the learning strategies and decision-making components of the agent.

2.1 Wholesale Market

The wholesale market functions as a short-term spot market for buying and selling
energy commitments in specific timeslots, where each timeslot represents a simulated
hour. At any point in the simulation, agents can participate in auctions to trade energy
for the next 24 hours, so there are always 24 active auctions. These auctions are peri-
odic double auctions, similar to those used in European or North American wholesale
energy markets [5]. Each simulation begins with 14 days pregame data (bootstrap data),
which includes data on customers, the wholesale market, and weather data based on the
default broker. Brokers can submit bids (orders to buy energy) and asks (orders to sell
energy), represented by a quantity and an optional limit price. In addition to the bids
of the brokers, several large gencos also sell energy on the wholesale market. The sim-
ulation clears the bids by matching buy and sell orders, and determines the clearing
price for each auction every day. This is revealed to the agents, along with any specific
transactions. If the min ask price has a higher value than the max bid price, the market
does not clear.

The main problem we consider here is learning to predict the clearing prices of
these auctions, which can be used by the agent to implement an effective bidding
strategy. Previous agents in both Power TAC and earlier TAC competitions have con-
sidered similar price prediction problems. AstonTAC is a Power TAC agent that uses
Non-Homogeneous Hidden Markov Model (NHHMM) to forecast energy demand and
price [6]. This was the only agent in that competition which was able to buy energy at
a low price in the wholesale market and keep energy imbalance low. TacTex13, winner
of 2013 Power TAC competition, uses a modified version of Tesauro’s bidding algo-
rithm where they modeled the sequential bidding process as a Markov Decision Pro-
cess (MDP) for the wholesale market [7]. In the TAC/SCM game, Deep Maize used a
Bayesian model of the stochastic demand process to estimate the underlying demand
and trend. It employs a k-Nearest Neighbors technique to predict the effective demand
curves from historical data, self-play games data, and the current game data [8]. Our
baseline broker used a moving average price prediction based on the price history of
the agent. To predict a new price for a week ahead specific hour price, the baseline
agent uses a weighted sum of the current hour’s clearing price, yesterday’s predicted
clearing price for that specific hour and 6 day ahead same hour predicted price.

2.2 Tariff Market

The Power TAC environment offers the ability for brokers to issue several different
types of tariffs three times per simulation day. Each tariff may be as complex or sim-
ple as the broker desires though each tariff can only target a single power type such as
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consumption or production. The most simple type of tariff one may issue is a flat rate
tariff that offers a single price per kWh to subscribers. From there the tariff may be aug-
mented with signup bonuses, or a minimum subscription duration and early termination
fee. Tariffs may also be customized to offer tiered usage pricing, time of use pricing,
or a daily fee in addition to usage pricing. Tariffs may be issued, revoked, or modified
at any time, though the new tariffs will only become available for subscription at the
designated 6 hour intervals. A tariff is modified by publishing a new tariff with the su-
perseding flag set to the old tariff then revoking the old tariff. For the purpose of the
experiments outlined in this paper, our broker issued a single, simplified flat rate tariff
at the beginning of the game and modified it throughout the simulation by superseding
the past tariff and revoking the past tariff.

In order to publish the optimal tariff so that we gain both the most subscribers,
henceforth referred to as market-share, and the greatest net balance, we utilized an un-
supervised reinforced learning technique. This technique is chosen because we want the
agent to be able to learn to react in such a way that gains the best possible reward with
little interaction from the researchers. To achieve this goal we modeled this problem as
a Markov Decision Process (MDP) [9] and utilize the Q-Learning algorithm [10] to dis-
cover the optimal policy. Q-Learning involves an iterative process whereby the SPOT
agent plays many simulations constantly updating the Q-Value for a given state, action
pair. Q-Learning will continue to improve the Q-Values until a convergence is obtained
where the Q-Values for each state, action pair change very little per iteration. In order
to expedite the convergence of the Q-Learning algorithm, we implemented a distributed
system that allowed many simulations to be run simultaneously.

3 Learning in the Wholesale Market

We have experimented with three different machine learning methods to predict clear-
ing prices in the wholesale market: 1) REPTree (a type of decision tree) [11] 2) Linear
Regression and 3) Multilayer Perceptron (a type of neural network). We have also inves-
tigated a variety of different features for training the predictors. These include 8 price
features that capture information about the recent trading history, such as the clearing
price for the previous hour and the prices for the equivalent time slot in the previous
day and week. We also include the weather forecast and time of day because the en-
ergy production of renewable energy producers (e.g., solar) depends on these factors.
The number of participants in the game is included because the amount of competition
affects the market clearing price. Finally, we include a moving average of the prices
as a convenient way to capture an aggregate price history; this is the predictor used in
the baseline version of the SPOT agent. We use the Sample broker to extract training
data from the simulation. To generate training data we use simulations with a variety
of agent binaries from previous tournaments, as well as a variety of different bootstrap
initialization files. We train our models using Weka [12], and evaluate their ability to
predict market clearing prices based on the mean absolute prediction error only for auc-
tions that clear (we do not include auctions that do not clear in the error calculations).
In the following experiments we investigate the performance of the models in several
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areas, including how well they generalize to new agents, different numbers of agents,
and how important the different features are to the performance of the predictors.

3.1 Prediction Accuracy Comparisons

We begin with a basic evaluation of the prediction accuracy of the learned models.
One of the most significant factors we discovered that influences the accuracy of the
models is how we handle auctions that do not clear. In many cases, an auction will have
no clearing price due to a spread between the bid and ask prices, which results in the
simulation returning null values for these prices. This causes significant problems with
the price features we use, as well as the final error calculations. To improve this we
calculate an estimated clearing price for auctions that do not clear by taking the average
of lowest ask price and the highest bid price. Figure 1 shows the prediction errors during
the course of a single simulation for two different REPTree models trained on 20 games,
one with estimated clearing prices and the other without. We also include the errors for
a simple moving average price predictor as a baseline for comparison. Each data point
shows the average error for all auctions in a window of five timeslots. The data show that
both REPTree models outperform the moving average predictor, but the version with
estimated clearing prices is dramatically better, and produces much more consistent
predictions throughout the entire game. Next, we compare the performance of the three

Fig. 1. Effect of clearing price estimation

different learning methods with different amounts of training data ranging from 5 to
20 games. We evaluated a variety of different configurations of hidden layers for the
Multilayer Perceptron model; only the best one is shown here (MP-20-20 i.e. 2 layer
neural network with 20 nodes in each layer). Figure 2 shows the avg mean absolute error
for the different models based on 5 games of test data. The results show that a decision
tree model makes good predictions compared to other models. The decision tree model
slowly improves according to the number of games where other models do not show
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this trend. The default Multilayer Perceptron (1 layer with 18 nodes) with estimated
prices shows some improvement by initial number of games than REPTree but finally
losses to REPTree in the 20 game model. In all cases the models with estimated clearing
prices are much better than models without estimated prices.

Fig. 2. Comparison of several prediction models by number of games

3.2 Evaluation with different agents

In the Power TAC competition, broker agents play many games against different op-
ponents with varying strategies. Here we test how well our predictors generalize to
playing new agents that are not in the training data. We test our models on games of the
same size, but varying one of the agents in the game between AgentUDE15, cwiBro-
ker15 and TacTex14. All the predictor model are generated from the training dataset
where the variable agent is AgentUDE. Figure 3 shows the average results for each of
the learning methods in the three different agent environments. The REPTree predictor
consistently does better than others, though there are differences depending on the pool
of opponents. We can also see that the models do best against AgentUDE (which was
in the training set), and there is a significant decrease in accuracy when playing either
cwiBroker or TacTex. Further work is needed to help the models generalize better to
new opponents.

3.3 Different number of agents

In the competition broker agents must play in games with varying numbers of oppo-
nents. We experiment with different number of brokers in the games, ranging from 3 to 7
brokers. We focus here on the REPTree predictor since it performs better than the others
consistently in previous experiments. The 5 agent predictor models trained on data gen-
erated from SPOT(Baseline), AgentUDE15, cwiBroker15, SampleBroker, Maxon14
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Fig. 3. Comparison of several prediction models

and the 7 agent predictor models use data from SPOT(Baseline), AgentUDE15, cwiBro-
ker15, SampleBroker, Maxon14, Maxon15, COLDPower and CrocodileAgent15. The
test data uses the same agents. We also trained a predictor based on a mixed dataset
that included the same number of training games, but with a combination of 3, 5, and 7
agent games. The data in Figure 4 shows that in each case, the model trained on the cor-

Fig. 4. Comparison for different number of agents

rect number of agents has the best performance. However, we also note that the mixed
model performs very well in all three cases. Table 2 shows the average error of the
predictor models over the 3 different test game data, and demonstrates that the average
error for the mixed model is better than any of the other three models.
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7 Agent 5 Agent 3 Agent Mix Agent
13.406 13.714 13.958 13.225
Table 2. Averages for varying agents

3.4 Using Price Predictions for Bidding

We took the best performing predictor from our experiments (RepTree) and tested
whether using these predictions could improve performance for a basic bidding strat-
egy. This strategy attempts to target auctions where the clearing price is predicted to be
low, and to buy a higher volume of the needed energy in those specific auctions. Fig-
ure 5 shows that using the new predictions and bidding strategy the agent is able to buy
a high volume of the needed energy when the average clearing price is lowest against
the champion agent Maxon15.

Fig. 5. Comparison for wholesale bidding strategies

3.5 Feature evaluation

To evaluate which features are the most important for the predictions we used Relief-
FAttributeEvaluation [13] and the Ranker method in Weka to rank our 18 features. We
also used the ClassifierSubsetEval method and best-first search to get the best subset
of features from all the features. Table 3 shows the top 7 features using the ranker al-
gorithm and the best subset of features using the ClassifierSubsetEval method. We ran
the subset evaluation on 5,10,15, and 20 games and for all cases we found a consistent
subset of seven features. The features such as temperature, day of a month, month of a
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Ranked Features Subset Evaluation
PreviousHourN 1Price YesterdayClrPrice

PrevHourClrPrice PreviousHourN 1Price
PredictedClrPrice PredictedClrPrice
YesterdayClrPrice PrevHourClrPrice

AWeekAgoN 1Price Day
YesterdayN 1Price HourAhead

PrevOneWeekClrPrice CloudCoverage
Table 3. Feature evaluation

year, number of participants are low ranked and also out of the best subset. We could
potentially discard these types of features while training a predictor model. From the
ranked feature column, we see that price features are very important for the RepTree
predictor model, so adding additional features of this type may improve performance.

4 Learning in the Tariff Market

We describe how we formulate our problem in the tariff market as a Markov Decision
Process (MDP) [9] and use Q-learning [10] to learn the optimal policy.

4.1 Formulating the Problem as an MDP

Recall that in the tariff market, the goal is to design tariffs that will result in the largest
profit for the broker agent. In this paper, we investigate a restricted version of the prob-
lem, where we assume that the broker can only offer flat-rate tariffs, i.e., the price per
kWh is uniform across all time steps. However, the broker can vary the price of the
flat-rate tariff and the objective is still to maximize the profit of the broker. This prob-
lem can be formulated as a Markov Decision Process (MDP) [9], defined by the tuple
〈S, s0,A,T,R〉:
• A set of states S. In our problem, we define the set of states to be all possible pairs

of 〈MS,Bal〉, where MS is the percentage of market share controlled by our agent
(i.e., the percentage of customers that are subscribing to our agent) and Bal is the
overall profit or loss since the start of the simulation (i.e., the amount of money in the
“bank”). We discretized MS from 0% to 100% in increments of 5% and Bal from
−e2,000,000 to e8,000,000 in increments of e20,000.
• A start state s0 ∈ S. In our problem, the start state is always 〈0%, e0〉 since the agent

does not have any subscribers to its tariff and starts with no initial profit or loss.
• A set of actions A. In our problem, the first action of the agent is to publish a new

flat-rate tariff at e15 per kWh. Subsequent actions are from the following set of
actions:
↑: Increase the price of the tariff by e2.00 per kWh. This is implemented by publish-

ing a new tariff at the higher price and revoking the previous lower-priced tariff.
↔: Keep the price of the tariff. This is implemented by not publishing or revoking any

tariffs.
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(a) Against Inferior Agents (b) Against Similar Agents

(c) Against Superior Agents (d) Against Random Agents

Fig. 6. Convergence Rates

↓: Decrease the price of the tariff bye2.25 per kWh. This is implemented by publish-
ing a new tariff at the lower price and revoking the previous higher-priced tariff.

• A transition function T : S ×A × S → [0, 1] that gives the probability T (s, a, s′)
of transitioning from state s to s′ when action a is executed. In our problem, the
transition function is not explicitly defined and transitions are executed by the Power
TAC simulator.
• A reward function R : S×A×S→ R+ that gives the rewardR(s, a, s′) of executing

action a in state s and arriving in state s′. In our problem, the reward is the gain or
loss in profits of the agent, determined by the Power TAC simulator.

A “solution” to an MDP is a policy π, which maps states to actions. Solving an MDP is
to find an optimal policy, that is, a policy with the largest expected reward.

4.2 Learning Optimal Tariff Prices

We now describe how to learn the optimal policy of the MDP using Q-learning [10].
We initialize the Q-values of all state-action pairsQ(s, a) to 1,000,000 in order to better
encourage exploration [10] and use the following update rule to update the Q-values
after executing action a from state s and transitioning to state s′:

Q(s, a)← α

{
R(s, a, s′) + γ · max

a′∈A
Q′(s′, a′)

}
(1)
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(a) Against Inferior Agents (b) Against Similar Agents

(c) Against Superior Agents (d) Against Random Agents

Fig. 7. Explored States

where α = 0.9 is the learning rate and γ = 1.0 is the discount factor.

Parallelizing the learning process: In order to increase the robustness of the result-
ing learned policy, we executed the learning algorithm with 10 different simulation
boot files [14]. The different boot files may contain different combinations of types of
users, with different energy consumption profiles, energy generation capabilities, etc.
Additionally, in order to speed up the learning process, we parallelize the Q-learning
algorithm by running multiple instances of the simulation. We run the simulations in
groups of 10 instances, where each instance in the group uses one of the 10 unique boot
files. Instead of using and updating their local Q-values, all these instances will use and
update the same set of Q-values stored on a central database. Once the simulation of
one of the instances ends (the Power TAC simulation can end any time between 1440 to
1800 time steps, where each time step corresponds to 1 simulated hour), it will restart
with the same boot file from the first time step again.

4.3 Experimental Results

In our experiments, we learn policies against two opposing agents; this scenario cor-
responds to the 3-agent scenario in the previous Power TAC competition. We char-
acterized possible opposing agents according to their relative competitiveness in the
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(a) Against Inferior Agents (b) Against Similar Agents

(c) Against Superior Agents (d) Against Random Agents

Fig. 8. Comparison against Opposing Agents

previous years’ Power TAC competitions. We learned four different sets of Q-values
and, equivalently, four different sets of policies against four different types (in terms of
their competitive level) of opposing agents:
• SUPERIOR AGENTS: AgentUDE15 [15] and Maxon15 [16].
• SIMILAR AGENTS: Mertacor and COLDPower.
• INFERIOR AGENTS: TacTex14 and CWIBroker14.
• RANDOM AGENTS: Two randomly chosen agents from the set of 6 agents above.

Figure 6 shows the convergence rates for all of the scenarios, where the y-axis shows
the final balance at the last time step for each iteration. In every scenario, SPOT is able
to learn better policies and improve its final balance with more iterations. The number
of iterations that it takes for SPOT to reach convergence varies according to opponents.
SPOT sees the most variance in games where the opponents are randomized. Against a
set list of opponents, policy convergence is reached in a limited number of iterations.
For example, after approximately 200 iterations convergence is reached against superior
brokers.

Figure 7 illustrates the explored states in the same scenarios. The color of each
state represents the number of times the actions for each state were explored, ranging
from black, where all three actions were explored the most, to white, where no actions
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were explored. The figure shows that more states and actions were explored against
inferior agents than against superior agents. Additionally, these results also explain the
performance of the agent; against superior agents, our agent was very limited in the
states it was able to explore, most times being unable to gain more than 5% of the
market share, and when it did get a significant amount it was often at a loss. Thus, it
took its best actions and maintained a balance of approximately e50,000.

We evaluated the learned policies against the same set of opposing agents. Figure 8
shows the profit in the tariff market alone of each agent over the various time steps.
These results are averaged over 5 different boot files (different from those used in the
learning process) and 3 runs per boot file. These results are consistent with the final
converged results shown in Figure 6, where our agent does better against inferior agents
than against superior agents.

Fig. 9. Profit in the Tariff Market per Timeslot

Figure 9 plots the performance of our agent with each of the four learned policies
in addition to an agent with no learned strategy against each pair of opposing agents.
Not surprisingly, the results show that the agent with the policy learned through play-
ing against a specific pair of opponents does best when playing against the same pair
of opponents (e.g., the agent with the policy learned through playing against superior
agents does better than other policies when playing against superior agents). The policy
learned through playing against random agents is more robust towards different op-
ponent types, especially compared against the policy learned through playing against
superior agents.

5 Conclusions and Future Work

The wholesale and tariff are the two main strategies of the agent which are used for
buy and sell energy respectively. A look ahead policy is needed between the tariff
and wholesale strategy to make consistent profit. The preliminary results in this pa-
per show that the application of learning strategies to broker agents within Power TAC
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have immediate benefits in both the wholesale and tariff markets separately. However, a
more comprehensive study is needed to better harness the strength of these learning ap-
proaches. Currently, the evaluations in the wholesale and tariff markets are conducted
independently of each other. Therefore, future work includes learning good bidding
strategies such as Monte Carlo Tree Search in the wholesale market by taking into ac-
count the predicted clearing prices as well as empirically evaluating the coupling effects
of the learning strategies between the wholesale and tariff markets.
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Abstract. The Power Trading Agent Competition (Power TAC) is a
feature-rich simulation that simulates an energy market in a smart grid,
where software brokers can buy energy in wholesale markets and sell
energy in tariff markets to consumers. Successful brokers can maximize
their profits by buying energy at low prices in the wholesale market and
selling them at high prices to the consumers. However, this requires that
the brokers have accurate predictions of the energy consumption of con-
sumers so that they do not end up having excess energy or insufficient
energy in the marketplace. In this paper, we conduct a preliminary in-
vestigation that uses standard off-the-shelf machine learning techniques
to cluster and predict the consumption of a restricted set of consumers.
Our results show that a combination of the popular k-means, k-medoids,
and DBSCAN clustering algorithm together with an autoregressive lag
model can predict, reasonably accurately, the consumption of consumers.

Keywords: Smart Grid, Artificial Intelligence, Multi-Agent System,
Machine Learning

1 Introduction

With the rise in the production of renewable energy in the residential market
as well as the proliferation of electric vehicles, there is a concerted effort to
transform the conventional power grid into a “smart grid”. A feature of this smart
grid is an energy market, where software agents can buy and sell energy. In this
energy market, transactions can occur with all players in the current energy grid
from conventional energy producers with power plants to conventional energy
consumers in the residential market.

Rich simulations such as the Power Trading Agent Competition (Power
TAC) [11] provide an efficient way for researchers to test different possible char-
acteristics of this market before deployment in the real world. In the Power TAC
smart grid simulation, a software agent acts as a broker to buy energy in bulk
from a wholesale market and sells energy to consumers in a tariff market. The
aim of the broker is to maximize its profits through intelligent bidding strategies



in the wholesale market and intelligent tariff designs in the tariff market. This
game was developed as a scenario for the annual Trading Agent Competition, a
research competition with over a decade of history [18].

For brokers to do well in this competition, one of the key requirements is that
they need to be able to predict the energy demands of consumers in the tariff
market accurately. An accurate prediction will allow the broker to identify the
amount of energy accurately that it needs to purchase in the wholesale market,
which can then translate to effective wholesale bidding strategies to purchase
energy at the low prices, resulting in larger profits when the energy is sold to
the consumers.

In this paper, we report results of our preliminary study, where we use stan-
dard off-the-shelf machine learning techniques to identify classes of consumers
that have predictable energy requirements. The identification of such classes will
allow a broker to design tariffs that specifically target those classes of consumers
and exploit their highly predictable energy demands to maximize overall profits.
Our results show that a combination of the popular k-means, k-medoids, and
DBSCAN clustering algorithm together with an autoregressive lag model can
predict, reasonably accurately, the consumption of consumers.

2 Background: Power TAC

Power Trading Agent Competition (Power TAC) [11] is a feature-rich simulation
suite available to researchers interested in working on the smart grid problem.
Power TAC offers researchers the chance to explore many characteristics of future
smart grids by allowing the creation of agents that operate in several different
energy markets including the wholesale, the tariff, and the load-balancing mar-
kets. The goal of each agent is to acquire energy and sell it at a profit to its
customers. This game was designed as a scenario for the annual Trading Agent
Competition, a research competition with over a decade of history [18].

The wholesale market attempts to simulate existing energy markets such as
the European or North American large energy producer. In Power TAC, the
wholesale market is structured as a “day-ahead market,” where the energy is a
perishable good, which allows brokers to buy and sell quantities of energy for
future delivery. Market structures like this exist across many different types of
perishable goods, so finding effective, robust, automated bidding strategies for
these markets is a significant research challenge.

The tariff market is where the major portion of energy purchased from the
wholesale market is sold. Energy is sold to consumers (e.g., households, offices,
etc.) through tariffs offered by the brokers. The overall goal of each broker is
to maximize its profit (e.g., by selling energy in the tariff market at a higher
price than the purchase price of the energy in the wholesale market). Because
of this, the broker wishes to offer competitive tariffs that attract a large pool of
consumers.

There are a variety of tariff options available for a broker to publish that
allows for consumer and prosumer (e.g., consumers that have access to renewable



energy such as solar panels) customers. For example, brokers may structure
tariffs that are tiered where energy kept below a given threshold is priced low
but the price increases when more is required. Another option is to price energy
according to the time of the day or day of the week allowing brokers to sell energy
at a higher price during peak hours. Power TAC also models customers with
electric vehicles and allows brokers to issue specific tariffs that are specialized
to their needs or controllable tariffs that can be interrupted if the energy cost is
too great.

Simulated consumers can be broken down into two categories: elemental mod-
els and factored models. Elemental models define a consumer profile using granu-
lar characteristics such as the number of members in the household, the number
of working days of the members, and the number of appliances in the house-
hold. However, defining elemental models in a simulation might not be efficient
in modeling large-population consumers. To alleviate this limitation, factored
models are introduced. Factored models can represent profiles of large consumer
populations such as hospitals, campuses, apartment complexes, office buildings,
etc.

The third major market is the load-balancing market, which functions as an
energy equalizer in the Power TAC simulation. The current constraints of the
simulation allow for an infinite supply of energy; that is, brokers will never be
short on the energy promised to their customers. However, this requires that a
broker that is unable to meet energy demands in other markets purchase the
remaining energy in the load-balancing market at much higher than average
prices. Because of this, it is in a broker’s best interest to accurately predict the
demand that it is required to fulfill.

3 Power TAC Consumer Demand Prediction

We now describe our approach to better understand if consumers have highly
predictable consumption rates that can be exploited in a Power TAC agent. The
high-level idea of our approach is as follows:

(1) We generated data for two sets of experiments. In the first smaller con-
trolled experiment, we focused on household elemental models and vary the
number of members in the household and the number of working days of
the members. In the second larger uncontrolled experiment, we generated
data for both factored and elemental models with their default Power TAC
configurations.

(2) We used dimensionality reduction techniques to reduce the dimensions of
the data points in order to reduce the training time.

(3) We clustered the data using three off-the-shelf clustering algorithms: k-
means++ [5], k-medoids [10], and DBSCAN [7].

(4) We predicted the demand of the clusters using two off-the-shelf prediction
methods [15]: an autoregressive lag model and a 2-week moving average
predictor.



3.1 Data Generation

In Power TAC, a bootstrap file containing bootstrap data is generated as a
unique seed for a new game. The bootstrap data is used as the beginning set of
consumption patterns per consumer that a broker is allowed to analyze before
the start of a game. The bootstrap file contains game parameters and about two
weeks or 360 hours of historical information (e.g., consumer data, weather data,
etc.). Once the game begins, a simulation file containing game data is generated
using a bootstrap file that began the game.

In this paper, we analyzed power consumption patterns using two experi-
ments – a smaller controlled experiment with customized Power TAC config-
urations and a larger uncontrolled experiment with default Power TAC con-
figurations. The first smaller and controlled experiment used 35 different con-
figurations by manipulating two characteristics of a household consumer; the
ranges of members in a household and working days were set between 1 and
5 and between 1 and 7, respectively. Note that a household consumer is repre-
sented virtually by two loads (a base load and controllable load) with four differ-
ent tariff shifting properties (non-shifting, smart-shifting, regularly-shifting, and
randomly-shifting). This resulted in eight different types of virtual consumers.
For each of the 8 types of virtual consumers, there were 35 configurations with
100 distinct bootstrap files generated per configuration. Each game had about
58 days, or 1,399 hours, of energy consumption. In total, this experiment gen-
erated 28,000 data points of consumption information. The second larger and
uncontrolled experiment included all consumers in a default Power TAC game.
A typical Power TAC game includes 28 elemental and factored consumers. This
experiment produced 100 distinct default bootstrap files and associated game
data for a total of 2,800 data points.

Once the data had been generated by the Power TAC games, both the boot-
strap and simulation files were prepared for our clustering and prediction algo-
rithms. A modified version of the Power TAC Log Tool [4] was used to perform
the extraction of data into a comma separated format (CSV).

The CSV files were transformed into a matrix for bootstrap data B and game
data G. B contains about two weeks or 360 hours of historical consumption data
points per consumer:

B =

 c1,0 . . . c1,359
...

...
...

cN,0 . . . cN,359

 (bootstrap consumption for N consumers)

where ci,j is the energy consumption of consumer i at time step j. Also, the
bootstrap data for consumer i is indexed by Bi.

For each bootstrap file, there is an associated simulation file with game data
G, where the game data for consumer i is indexed by Gi.

G =

 c1,360 . . . c1,1758
...

...
...

cN,360 . . . cN,1758

 (simulation consumption for N consumers)



All bootstrap and game data are paired and represented by matrix D.

D =

B1 G1

...
...

BN GN

 (paired consumption data)

The rows in matrix D are then shuffled and split in half into a training dataset
and a test dataset. Training bootstrap data is represented by Btrain and training
game data is represented by Gtrain. Similarly, test bootstrap data is represented
by Btest and test game data is represented by Gtest.

3.2 Dimensionality Reduction

Principal Component Analysis (PCA) is a technique that is widely used for
applications such as dimensionality reduction, lossy data compression, feature
extraction, and data visualization [9]. PCA can be defined as the orthogonal pro-
jection of a dataset onto a lower dimensional linear space, known as the principal
subspace, such that the variance of the projected data is maximized [6]. Princi-
pal components were calculated using Singular Value Decomposition (SVD) on
the covariance matrix of a training bootstrap dataset. SVD creates three ma-
trices: left singular vectors represented as a matrix U, where each column is a
unit vector representing a principal component; a singular values matrix V that
has the variance represented by each principal component; and a right singular
matrix, which was ignored. Using the singular values V, one can select P prin-
cipal components from M dimensions to retain a certain percentage of the total
variance R using the following equation:

R =

∑P
i=1 Vi∑M
i=1 Vi

(1)

Before applying PCA, the training bootstrap dataset Btrain should be stan-
dardized. In other words, the training bootstrap dataset should be rescaled to
have zero mean and unit variance using the z-score normalization in Equa-
tion (2). Calculating the z-score requires the mean E[Btrain] and standard devi-
ation σBtrain [8].

z-score =
Btrain − E[Btrain]

σBtrain

(2)

Once Btrain is standardized, SVD was applied to generate the principal com-
ponents. The principal components were selected by solving Equation (1) with
R ≥ 0.9, representing ninety-percent retained variance. Then, Btrain was pro-
jected onto a lower dimensional subspace defined by the selected principal com-
ponents.

3.3 Clustering

We now describe how we clustered the training bootstrap dataset Btrain. We used
the following off-the-shelf clustering algorithms: k-means++, k-medoids, and



DBSCAN. k-means++ is based on a well known partitioning based algorithm
called k-means [5]. k-means++ adds a heuristic when initializing the cluster
centroids used in k-means, then uses the original k-means algorithm. A known
problem with the k-means algorithm is its weakness with the presence of noise,
which can cause it to fail to converge [8]. Algorithm 1 presents the pseudocode
of k-means++. In the k-means pseudocode, D(x) denotes the shortest distance
from a data point to the closest center we have already chosen [5].

Algorithm 1 k-means++ algorithm

1: procedure k-means++(X, k)
2: arbitrarily choose a data point from X as centroid C1.

3: for each i ∈ {2, . . . , k}, choose a data point from X with probability D(x)2∑
x∈X D(x)2

as centroid Ci.
4: repeat
5: For each i ∈ {1, . . . , k}, set the clusters Ci to be the set of points in X that

are closer to ci than those points that are to cj for all j 6= i.
6: For each i ∈ {1, . . . , k}, set ci to be the center of mass of all points in

Ci : ci = 1
|Ci|

∑
x∈Ci

x.
7: until C no longer changes
8: end procedure

We also explored the partitioning-based algorithm Partitioning Around
Medoids (PAM), a popular approximation algorithm of k-medoids designed by
Kaufman et al. [10]. PAM uses two phases: a build phase, where initial k medoids
are selected arbitrarily, and a swap phase, where the algorithm attempts to find
a substitution for a current medoid with a non-medoid that reduces the within-
cluster distance. PAM is shown in Algorithm 2 and in this paper is referred to
as k-medoids.

Algorithm 2 k-medoids PAM algorithm

1: procedure k-medoids(X, k)
2: arbitrarily choose k data points from X as the initial medoids.
3: repeat
4: for each non-medoid data point, (re)assign it to the cluster with the nearest

medoid.
5: select a non-medoid data point, swap with a current medoid that reduces

the total within-cluster distance.
6: until no change
7: end procedure

To define the number of clusters k for k-means and k-medoids, we used two
methods. The first is through hierarchical clustering, which creates a hierarchy
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Fig. 1. Dendrogram of our dataset

that can be presented as a dendrogram. Figure 1 shows an example of a den-
drogram. The dendrogram represents related data, and each successive relation
creates the hierarchy. Therefore, it provides a visual tradeoff between the num-
ber of clusters and the size of each cluster. The larger the distance value for
which a cut is made, the fewer the number of clusters and the larger the size
of the clusters. For example, if we chose to cut at distance = 100, we will have
k = 9 clusters, which are about equal size.

The second method to choose k is the elbow method, which is based on
increasing the number of clusters to help reduce the sum of within-cluster dis-
tances of each data point to its cluster representative. We first select a small k

and then slowly increment it until
√

N
2 [8], where N is the number of data points

in the dataset. Figure 2 shows an example of the total within-cluster distance as
a function of the number of clusters k for the k-means algorithm. The goal is to
choose k at the “elbow,” which is when increasing k does not significantly reduce
the within-cluster distances. A reasonable “elbow” for our figure is at k = 12,
which is indicated by an arrow.

Finally, Density-Based Spatial Clustering of Applications with Noise (DB-
SCAN) is a density-based clustering algorithm that uses a similarity heuristic
to find groups that contain a defined minimum number of data points δ within
a defined ε-distance. The algorithm selects a data point at random and greedily
adds data points that reside within ε of the start data point. Once the mini-
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mum number of data points is obtained, it will attempt to expand the cluster
by continuously clustering more data points within ε from any data point in the
cluster. Algorithm 3 shows the pseudocode of DBSCAN.

DBSCAN is different from k-means and k-medoids in that it requires a min-
imum number of data points δ to define a cluster and a maximum distance ε
to associate dense neighbors. These parameters can be estimated using methods
devised by Ester et al. [7]. For example, in Figure 3, δ = 4 and ε = 22.49.

3.4 Prediction

We now describe how we learn the parameters of prediction methods using the
game training datasets Gtrain. We used two off-the-shelf methods to predict the
energy consumption of consumers. The first is a moving average with a two week
or 336 hour window defined by:

xt = E[xt−336 + · · ·+ xt−1] (3)

which takes two weeks of the known consumption in the past and averaging for
an estimated next consumption value, xt, at consumption hour t.

The second is a variant of the classical autoregressive model (AR) [15] defined
as:

xt = w1 · xt−h + w0 (4)

where xt is the predicted future energy consumption; w1 and w0 are weights and
the model uses the value from a fixed “lag” in the past xt−h; where h is the lag
value. This variant equation is used because it performed well with the periodic
consumption behavior of the household consumers. To determine the best lag
value, we attempted to find consumption patterns that may exist in the time



Algorithm 3 DBSCAN algorithm

1: procedure DBSCAN(X, ε, δ)
2: mark all data points in X as unvisited
3: repeat
4: randomly select an unvisited object x;
5: mark x as visited;
6: if the ε-neighborhood of x has at least δ points then
7: create a new cluster C and add x to C;
8: set Π as the set of points in the ε-neighborhood of x;
9: for each point x′ in Π do

10: if x′ is unvisited then
11: mark x′ as visited
12: if ε-neighborhood of x′ has at least δ points then
13: add those points to Π
14: end if
15: end if
16: if x′ is not yet a member of any cluster then
17: add x′ to C
18: end if
19: end for
20: output C
21: else
22: mark x as noise
23: end if
24: until no object is unvisited
25: end procedure

series data. Using the equation:

γ̂(h) =
1

m

m−h∑
i=1

(xi+h − x̄)(xi − x̄) (5)

we found the sample autocovariance of the time series data [15], where h is the
lag and m is the number of time steps in the time series. Then, using the equation
below:

ρ̂(h) =
γ̂(h)

γ̂(0)
(6)

we can compute the sample autocorrelation with the sample autocovariance of
the original time series shifted by h hours γ̂(h) over the sample autocovariance of
the original time series γ̂(0). Figure 4 plots an example sample autocorrelation
and one can visualize that there is a peak correlation at 24-hour intervals.

Therefore, the variant autoregression lag model in equation (4) uses the lag
value of 24 simulated hours in the past.



Fig. 4. Sample autocorrelation as a function of the lag

4 Experimental Results

Recall that we have controlled and uncontrolled experiments. We ran our experi-
ments with the three clustering algorithms described in Section 3.3 and used the
two prediction algorithms described in Section 3.4 to understand the advantages
of clustering. To evaluate our algorithms on the test datasets, we associate the
test bootstrap data for each consumer to the most similar cluster and used the
prediction model of that cluster to predict the consumption in the test game
data associated to that test bootstrap data.

We used k = {6, 10} for the controlled experiments of base and controllable
loads defined by the hierarchical clustering and elbow methods for the k-means
and k-medoids clustering algorithms, and we set δ = 4 and ε = {11.77, 16.34} for
base and controllable loads, respectively, for the DBSCAN algorithm. Similarly,
we used k = 2 for the uncontrolled experiments of mixed both load types, and
we set δ = 4 and ε = 0.75 for the mixed load types. We also used the lower and
upper limits of k being 1 cluster and N clusters, a cluster per training bootstrap
data point. This provided us an idea of a possible lower and upper bound for
predictive error using partitioning based algorithms k-means and k-medoids.

Note, in our experiments we found k-means++ and k-medoids to have very
similar results during prediction. Hence, we only discuss k-means++ because it
had a slightly better result than k-medoids. We used the Mean Squared Error
(MSE) to analyze the prediction error of both prediction methods. The MSE



Table 1. Controlled Experiment Prediction MSE with k-means++

k Load Type Moving Average Autoregressive Lag Model

1 Base 1.4148e-05 kWh 5.8561e-06 kWh

6 Base 1.4148e-05 kWh 5.8545e-06 kWh

10 Base 1.4148e-05 kWh 5.8425e-06 kWh

7000 Base 1.4148e-05 kWh 5.9506e-06 kWh

1 Controllable 1.8476e-05 kWh 1.8691e-05 kWh

6 Controllable 1.8476e-05 kWh 1.8229e-05 kWh

10 Controllable 1.8476e-05 kWh 1.8201e-05 kWh

7000 Controllable 1.8476e-05 kWh 1.7819e-05 kWh

Table 2. Controlled Experiment Prediction MSE with DBSCAN

ε Load Type Moving Average Autoregressive Lag Model

11.77 Base 1.4148e-05 kWh 5.8536e-06 kWh

16.34 Controllable 1.8476e-05 kWh 1.8685e-05 kWh

was computed using:

MSE =
1

n ·m

n∑
i=1

m∑
j=1

(ĉi,j − ci,j)2 (7)

where ĉi,j is predicted energy consumption of consumer i during hour j, ci,j is
the actual energy consumption of consumer i during hour j, n is the number of
consumers in the test dataset, and m is the number of time steps in the time
series.

In the smaller controlled experiments, Tables 1 and 2 tabulate the prediction
MSE for k-means and DBSCAN, respectively. For both clustering algorithms, the
autoregressive lag model outperformed the moving average for base loads. The
reason is that it has a more predictable consumption pattern. On the other hand,
the autoregressive lag model and the moving average model performed similarly
for controllable loads. The reason is that the consumption of controllable loads is
more erratic. A more granular view of per-cluster MSE is presented in Figures 5
to 8.

In the larger uncontrolled experiments, Tables 3 and 4 tabulate the prediction
MSE for k-means and DBSCAN, respectively. In both clustering algorithms, the
autoregressive model also outperformed the moving average. The per-cluster
view is presented in Figures 9 and 10, where the y-axis is in log scale.
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Table 3. Uncontrolled Experiment Prediction MSE with k-means++

k Load Type Moving Average Autoregressive Lag Model

1 Both 1.9750 kWh 0.5161 kWh

2 Both 1.9750 kWh 0.4999 kWh

1400 Both 1.9750 kWh 0.4928 kWh

Table 4. Uncontrolled Experiment Prediction MSE with DBSCAN

ε Load Type Moving Average Autoregressive Lag Model

0.75 Both 1.9750 kWh 0.4925 kWh

5 Related Work

While there is a large number of Power TAC brokers that have competed in the
past Power TAC competitions including AgentUDE15 [1], Maxon15 [2], Merta-
cor [3], COLDPower [14], TacTex14 [16], and CWIBroker14 [12], many of the
approaches used by the brokers are not published publicly. As such, it is difficult
to accurately identify the types of learning approaches taken by the agents. We
describe below a sample of brokers that do publish their approaches and describe
how we differ from them in our learning methods.

Parra Jr and Kiekintveld [13] investigated the use of a large number of algo-
rithms including linear regressions, decision trees, and k-nearest neighbors, all
implemented on WEKA, to predict customer energy usage patterns in Power
TAC. Their analysis used weather and energy consumption to perform analysis
on different types of consumers in a Power TAC simulation. The main difference
between their work and ours is that we used dimensionality reduction techniques
as well as clustering prior to using prediction algorithms. Unfortunately, their
results show that their techniques were not successful in finding a good model
without a high error.

Urieli and Stone [16] also uses learning algorithms in their TacTex14 broker,
where they cluster consumers not by their energy usage but by their type. For
example, office complex consumers are all clustered together independent of the
number of occupants in the office complex, which is not known to the broker.
They then use a locally weighted linear regression model to predict the energy
consumption of those clustered consumers.

Finally, the approach taken by Wang et al. [17] is the most similar to ours,
where they too cluster customers according to their energy usage using the k-
means algorithm. However, their prediction methods are different, where they
propose two methods. The first predicts the future consumption based on a
weighted sum of the current consumption and the historical consumption and
the second uses logistic regression based on historical usage data and weather
data. As they also discussed the strategies of their broker for the other parts of



the competition (i.e., the wholesale, imbalance, and tariff markets), they show
empirical results on how their broker performed overall. As such, it is not known
how effective their prediction algorithms are. In contrast, we show that our
autoregressive lag model, which is significantly simpler and computationally ef-
ficient, has a small error and illustrate the underlying reason for this behavior,
which is the high correlation in energy consumption in 24-hour intervals.

6 Conclusions and Future Work

In this preliminary study, we show that off-the-shelf clustering and prediction
algorithms can be effectively used to classify consumers based on the predictabil-
ity of their energy consumptions. We show that the k-means, k-medoids, and
DBSCAN clustering algorithms coupled with an autoregressive lag model can
predict energy consumption of consumers with reasonable accuracy. These re-
sults show that there is a strong temporal structure to the energy consumptions.
Finally, we also plan to exploit the strong temporal correlations and integrate
the clustering and prediction algorithms into an actual Power TAC broker agent
for the competition.
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Abstract. In this paper, we present a genetic algorithmic approach to automated
auction mechanism design in the context of CAT games. This is a follow-up to one
piece of our prior work in the domain, the reinforcement learning-based grey-
box approach [13]. Our experiments show that given the same search space the
grey-box approach is able to produce better auction mechanisms than the genetic
algorithmic approach. The comparison can also shed light on the design and eval-
uation of similar search solutions to other domain problems.
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1 Introduction

Auction mechanisms play an essential role in electronic commerce and in market-
based control and resource allocation in computer systems. A major challenge in these
domains is to design auction mechanisms that exhibit desired properties. Automated
mechanism design aims to solve the problem of mechanism design in an automated
fashion, typically by searching some space of possible mechanisms [3,5,19].

One piece of our prior work in this area is [13], in which we presented a what we
called grey-box approach to automated design of double auctions in the context of TAC
Market Design Competition (or the CAT Game) [14]. In the grey-box method, we use
a tree model to represent the search space and associate an n-armed bandit problem
solver [22, Chapter 2] to each node where multiple partial solutions to the same part
of the problem exist. The n-armed bandit problem solvers select building blocks so
that complete auction mechanisms can be constructed and evaluated in CAT games. The
performance of each sampled auction mechanism in CAT games is then used as feedback
for those building blocks in the mechanism. Our experiments showed that the grey-box
search was able to produce better auction mechanisms than those manually crafted by
participants in the first CAT Game.

As the tree model is independent of search methods, one follow-up question that
arises naturally is: How would the grey-box method perform compared to other search
methods? Indeed, other search methods have been used in automated auction mecha-
nism design, though focusing on some particular aspects of an auction mechanism. For
instance, Cliff [3] used a simple genetic algorithm (GA) to explore a continuum of prob-
abilities of the next shout in an auction coming from a seller (or a buyer) and Phelps et



2 A Genetic Algorithmic Approach to Automated Auction Mechanism Design

al. [19] used genetic programming (GP) in acquiring pricing rules for double auctions.
In this paper, aiming to answer the question raised above, we investigate how effective
simple GAs are in automated auction mechanism design based on the same tree model
(search space) as used in the grey-box search.

We first briefly review the grey-box method as well as the search space of double
auctions in the domain of CAT games in Section 2. Due to the space constraint, detailed
descriptions of these and other background information are not included here but can be
found in [13].3 Then Section 3 introduces the GA search method and Section 4 describes
the GA experiments we carried out and interprets the experimental results. Section 5 fur-
ther draws contrasts and makes connections between the grey-box method and various
evolutionary computational solution concepts and techniques, and finally concludes.

2 A Brief Review of the Grey-Box Method

The grey-box method aimed to search for auction mechanisms in the domain of the CAT
Game, an annual event held from 2007 through 2011 to foster research in electronic
market mechanism design [14]. In a CAT game, participants each operate an electronic
double-auction marketplace and the marketplaces compete against each other for mar-
ket share and profit. Traders are software agents provided by the game organizers. Each
trader is armed with a marketplace selection strategy as well as a bidding strategy so
that the trader can choose a marketplace to bid and trade in. A CAT game lasts a certain
number of trading days. Each trader has a chance before the start of each day to select
a marketplace to trade during that day and the marketplace can impose various charges
on traders, admission, transaction fee, etc. At the end of the day, each marketplace re-
ceives a daily score between 0.0 and 1.0, a combination of three components with equal
weights: share of trader population attracted, share of profit, and percentage of success-
ful trade offers. The marketplace, or indeed the auction mechanism designed for the
marketplace, that receives the highest cumulative score wins the game. The execution
of CAT games is supported by JCAT [15], the open source software package that we also
used to run the grey-box experiments [13] and the GA experiments in this paper.

In the grey-box method, the search space is modeled as a tree, which is depicted in
Fig. 1, an abbreviated version of Fig. 1 in [13]. The tree model illustrates how building
blocks are selected and assembled level by level. There are and nodes, or nodes, and
leaf nodes in the tree. An and node combines a set of building blocks, each repre-
sented by one of its child nodes, to form a compound building block. The root node, for
example, is an and node assembling policies, one on each major aspect of an auction
mechanism (M for matching policy, Q for quoting policy, A for shout accepting policy, C
for clearing condition, P for pricing policy, and G for charging policy),4 to construct an
auction mechanism. An or node represents the decision making of selecting a building
block from the candidates represented by the child nodes of the or node. A leaf node
represents an atomic block that can either be for selection at its or parent node or be
further assembled into a bigger block by its and parent node. A special type of leaf

3[13] is available at http://www.sci.brooklyn.cuny.edu/~jniu/research/publications/.
4A taxonomy of policies in this domain of auction mechanisms is described in detail in [16].

http://www.sci.brooklyn.cuny.edu/~jniu/research/publications/
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Fig. 1: The search space of double auctions modeled as a tree.

node in Fig. 1 is that with a label in the format of [x,y]. Such a [x,y] node is a convenient
representation of a set of leaf nodes that have a common parent—the parent of this
special leaf node—and take values evenly distributed between x and y for the parame-
ter labeled at the parent node. Note that both the grey-box search and the GA search to
be introduced below consider only mechanisms using a fixed charging policy, denoted
as GF0.1. This simplification aims to avoid the slow exploration in the particular corner
of the search space for charging policy, which involves significantly more parameters
and variations than those for other policies.

The grey-box method combines techniques from reinforcement learning, e.g., solu-
tions to n-armed bandit problem [22], and evolutionary computation, e.g., the use of a
Hall of Fame [20]. The general idea of this algorithm is to use n-armed bandit learners
to choose building blocks when needed so as to construct auction mechanisms based on
the tree model in Fig. 1, to run CAT games to evaluate the constructed mechanisms, and
to keep good mechanisms in a Hall of Fame.

In the tree model, or nodes contribute to the variety of auction mechanisms in
the search space and are where exploitation and exploration occur. We model each or
node as an n-armed bandit learner that chooses among candidate blocks, and we use
the simple softmax method [22, Section 2.3] to solve this learning problem. Solving
all the n-armed bandit learners in the tree will uniquely determine a configuration of
an auction mechanism, which is exactly how an auction mechanism is sampled in the
search space. The sampled mechanisms can then be put into a CAT game for evaluation.
The game score of a sampled mechanism not only suggests how good the mechanism
itself is, but is also an indicator of the performance of the building blocks that are used
in the mechanism. If a building block is due to the selection of an n-armed bandit learner
among the child nodes of the corresponding or node, the game score can be readily
used as the feedback for the building block. All such feedback to a building block
cumulatively serves as the expected return, or what we call the quality score, of the
building block. Thus, after a game completes, the quality scores of building blocks that
are children of an or node are updated, and so are the way how an auction mechanism
is sampled in the space in later steps.

In each CAT game that is run to evaluate sampled mechanisms, we include four
fixed, well known, mechanisms plus selected mechanisms that performed well at previ-
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ous steps and are from the Hall of Fame. The fixed set of four mechanisms in every CAT
game includes two clearing house (CH) mechanisms—CHl and CHh—and two contin-
uous double auction (CDA) mechanisms—CDAl and CDAh—with one of each adopting
the GF0.1 policy, charging a low 10% fee on trader profit and the other charging a high
100% fee on trader profit. The CH and CDA mechanisms have been used in the real world
for many years and were found competitive in the context of CAT games as well. The
selection of Hall of Famers to compete in the CAT game is based on the same softmax
method as used in choosing building blocks at each or node. More details on how the
Hall of Fame is maintained and Hall of Famers are selected can be found in [13].

3 The Genetic Algorithmic Approach

To compare the effectiveness of the grey-box approach with other search methods, we
carried out a new set of experiments, searching the same solution space as used in the
grey-box experiments based on the classic GA [6,10].

In these GA experiments, each individual auction mechanism is not represented by
a binary string as in a typical GA, but by a tree structure, since each individual auction
mechanism can be viewed as the result of making selections at the or nodes in the
tree model in Fig. 1 (it is exactly the case in the grey-box experiments), and thus be
conveniently represented by the tree structure after the unselected branches of the or
nodes are cut off from the tree model. For example, the tree on the left side in Fig. 2
represents the auction mechanism ME + QS + ADw=3 + CPp=0.4 + PUk=0.7 + GF0.1.

The tree-based encoding of an individual requires specialized mutation and crossover
operators, due to the hierarchical construction and the different types of node in the
tree. The diversity of auction mechanism individuals in the space originates from the
or nodes, so mutation and crossover occur only at or nodes. To apply mutation to an

individual, it is decided probabilistically, based on the mutation rate, at each or node
in its tree-based encoding whether the node selects a different child node from the tree
model. If yes, the original child (and its children if any) is replaced by the new child,
which is uniformly selected from all the possible choices other than the original one.
If the new child requires its own descendants, the whole subtree is added. Descendants
that are or nodes make their selections randomly, in contrast to the way in the grey-box
experiments where selections are made based on the quality scores of different choices.
Fig. 2 demonstrates an example of mutation on the auction mechanism given above,
with the encoding before mutation on the left side and the encoding after mutation on
the right side. The node C is the only place where mutation occurs and as a result the
branch CPp=0.4 is replaced by CR, both enclosed by dotted lines.

Crossover occurs between two auction mechanism individuals in the GA exper-
iments, and only at or nodes similar to what happens with mutation. To perform
crossover, indeed single-point crossover, between two individuals, the or nodes that
appear in both trees and have different children respectively in the two trees are col-
lected; then one of these collected nodes is selected randomly as the place to possibly
perform the crossover; and finally it is decided probabilistically, based on the crossover
rate, whether or not to perform the crossover, and if yes, the two appearances of the
selected node in the two trees switch their children. Fig. 3 demonstrates the crossover
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dotted lines.
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selected to be the place where crossover is actually performed. The two subtrees with P

as the root in the two trees are swapped and enclosed by dotted lines.

between two individuals—identified as a and b in the figure respectively. In Fig. 3, the
or nodes at which crossover can be performed are marked with •, including M, Q, P,

and p. A and C are excluded because their children in the two trees respectively are also
identical, while θ and p in individual a and n in individual b are excluded because they
appear in only one of the two trees. Random selection among the eligible nodes picks P.
After a probabilistic test based on the crossover rate is taken and turns out to be positive,
the subtrees PUk=0.2 in a and PNn=7 in b, both enclosed by dotted lines in the figure, are
swapped, producing two new individuals.

The skeleton of the GA algorithm that is used in our GA experiments is given in Al-
gorithm 1. These GA experiments adopt the same search space of auction mechanisms,
the same set of fixed auction mechanisms to evaluate the fitnesses of the mechanisms
sampled from the space, and the same idea of using a Hall of Fame to produce output
as in the grey-box experiments.

The initial generation of auction mechanism individuals in each GA experiment is
created by randomly sampling the search space in exactly the same way as at the be-
ginning of the grey-box search until a certain number (size of population) of indi-
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Algorithm 1: The GA-AMD algorithm.

Input: B, FM
Output: HOF

1 begin
2 HOF←∅
3 for g← 1 to num of generations do
4 if g = 1 then
5 P← Init-Population(B)

6 else
7 P← Select-Population(P)
8 P← Crossover-Population(B, P, rco)
9 P← Mutate-Population(B, P, rm)

10 P← Randomize(P)
11 for i← 1 to |P|/num of samples do
12 G← Create-Game()
13 SM←∅
14 for m← 1 to num of samples do
15 SM← SM ∪ {P[(i−1)∗num of samples+m]}
16 EM← Select(HOF, num of hof samples)
17 Run-Game(G, FM∪EM∪SM)
18 foreach M ∈ EM∪SM do
19 Update-Market-Score(M, Score(G, M))
20 if M /∈HOF then
21 HOF←HOF ∪ {M}
22 if capacity of hof < |HOF| then
23 HOF←HOF − {Worst-Market(HOF)}

Function Init-Population.

Input: B
Output: P

1 begin
2 P←∅
3 for i← 1 to size of population do
4 M← Create-Market()
5 for t← 1 to num of policytypes do
6 B← Select(Bt , 1)
7 Add-Block(M, B)

8 P← P ∪ {M}

viduals are obtained (see Function Init-Population). Each of the subsequent generations
is created through steps of selection, crossover, and mutation from the previous gen-
eration. The selection step, shown in Function Select-Population, is a combination of
elitism and roulette wheel selection. Elitism selection keeps a certain number of fitter
individuals in the next generation based on the elitism rate, which determines the size
of the portion of the population to be considered as elite individuals. Roulette wheel
selection fills the rest of the population by probabilistically selecting among all the in-
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Function Select-Population.

Input: P
Output: P′

1 begin
2 P′←∅
3 Descending-Sort(P)
4 ne← size of population∗ re
5 for i← 1 to ne do
6 P′← P′ ∪ {P[i]}
7 s← 0
8 for i← 1 to size of population do
9 s← s + Score(P[i])

10 for i← ne to size of population do
11 k← size of population
12 r← Uniform(0,s)
13 for j← 1 to size of population do
14 r← r − Score(P[i])
15 if r <= 0 then
16 k← j
17 break

18 P′← P′ ∪ {P[k]}

Function Crossover-Population.

Input: B, P
Output: P′

1 begin
2 P′←∅
3 ne← size of population∗ re
4 for i← 1 to ne do
5 P′← P′ ∪ {P[i]}
6 for i← 1 to (size of population−ne)/2 do
7 P′← P′ ∪ {Crossover-Individuals(B, P[ne + i∗2−1], P[ne + i∗2],rco)}

Function Mutate-Population.

Input: B, P
Output: P′

1 begin
2 P′←∅
3 ne← size of population∗ re
4 for i← 1 to ne do
5 P′← P′ ∪ {P[i]}
6 for i← ne to size of population do
7 P′← P′ ∪ {Mutate-Individual(B, P[i], rm)}

dividuals in the previous generation. The probability of an individual being selected
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each time is proportional to its fitness, which is its average daily score in the game
that it participated in during the evaluation of the previous generation. This type of se-
lection has a known problem that individuals with low fitnesses have little chance to
get selected when the fitnesses of individuals differ dramatically. Due to the scoring
scheme of the CAT game, the typical daily score of an auction mechanism ranges from
0.1 to 0.5, so the usual drawback of roulette wheel selection does not have big impact
in this GA algorithm. The individuals that are picked in roulette wheel selection then
go through the crossover and mutation steps. In the crossover step, shown in Func-
tion Crossover-Population, individuals are paired up and each pair is probabilistically
recombined (Crossover-Individuals() in Line 7) as we described above and illus-
trated in Fig. 3. In the mutation step, shown in Function Mutate-Population, individuals
are each probabilistically mutated (Mutate-Individual() in Line 7) as we described
above and illustrated in Fig. 2.

To evaluate a generation of auction mechanism individuals, all the mechanisms are
randomly divided into groups. For each group, a CAT game is created, and, similar to
those games in the grey-box experiments, this CAT game also includes a set of fixed mar-
ket mechanisms and a certain number of mechanisms sampled from the Hall of Fame.
After the game, the Hall of Fame is updated to incorporate the scores of the partici-
pating Hall of Famers and include new individuals from the generation that performed
well. The way in which the Hall of Fame is manipulated is exactly the same as in the
grey-box experiments. As mentioned above, the average daily scores of the individuals
are used as their fitnesses in the selection step.

4 Experimental Setup and Results

In the GA experiments, each game is configured to evaluate two individuals from the
population as in the grey-box experiments. To compare the performances of the two
approaches, the population consists of 20 individual auction mechanisms at each gen-
eration and evolves over 20 generations so that each GA experiment makes use of ap-
proximately the same number of CAT games in total (200) as in a grey-box experiment.5

Some experiments based on the GA may have a population of thousands of individuals
or even more. Our experiment cannot support a population of this size due to the high
computational cost of running CAT games. The 20 generations and the population of 20
individuals are the result of balancing the two parameters under the constraint of the
total number of CAT games to run. The elitism rate, re, the crossover rate, rco, and the
mutation rate, rm, are set to be 0.1, 0.7, and 0.05, which are typical in the GA experi-
ments reported in the literature [7,9]. Table 1 summarizes the values of parameters and
inputs of Algorithm 1 in our GA experiments.

5As the Hall of Fame is empty at the beginning of each GA experiment, the first CAT game in-
cludes four individuals from the population, so the total number of games to evaluate the 20
generations is actually 199. But the difference of one game can be negligible. In theory, it is
possible to design the experiments to run exactly the same number of CAT games as long as
num of generations×size of population= 402 and size of population%2 = 0, how-
ever the integer solutions—201 and 2, or 67 and 6—to this equation are not practical for the GA
as size of population is too small.
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Table 1: The values of parameters and inputs of the GA experiments.

Parameter Value Parameter Value

num of generations 20 re 0.1
size of population 20 rco 0.7
num of samples 2 rm 0.05
num of hof samples 2 τ† 0.3
capacity of hof 10 α† 1
num of policytypes 5 FM {CHl , CHh, CDAl , CDAh}

† τ and α are parameters in the softmax solver used by the Select(HOF,
num of hof samples) function, which is exactly the same in the grey-box search in [13].

To provide a better comparison, we ran two sets of GA experiments, one without
crossover and the other with it. Fig. 4 and 5 show the daily scores of the four fixed
auction mechanisms and the top Hall of Famers over time in two sets of GA experiments
together with those from the grey-box experiments. All the results are averaged over 40
runs. Note that the x axes in the subfigures are step (as in the grey-box experiments),
or equivalently the number of games that have been run, rather than generation that is
common in plotting results from GA experiments. This presentation makes it easier to
compare the results of the GA experiments with those from the grey-box experiments.

Plots in Fig. 4a and 4b, from the two sets of GA experiments respectively, exhibit the
similar pattern as those in Fig. 4c, which are from the grey-box experiments. The scores
of the four fixed auction mechanisms are at approximately the same positions across
the three cases and then all descend until they settle down around certain values. These
auction mechanisms ended up with the same relative ranking positions in these different
cases. The difference is that in the end each of the four auction mechanisms settles down
with different scores in different cases, the highest in the GA without crossover and
the lowest in the grey-box search. This suggests that the auction mechanisms explored
in the grey-box experiments are overall the most competitive while those explored in
the GA experiments without crossover are the least competitive. This further indicates
that the grey-box search is more effective than both versions of the GA search and as
expected crossover plays an important role in the GA. Fig. 5 indicates exactly the same.
Fig. 5a and 5b, from the two sets of GA experiments respectively, show that the scores
of the Hall of Famers increase dramatically at the beginning of the experiments and
flatten out at the end around certain positions that are lower than those in Fig. 5c.

Table 2 lists respectively the average scores of the best fixed auction mechanism,
and the best and worst Hall of Famers at the end of the two versions of GA experiments
and the grey-box experiments. At the 95% confidence level, any two values in the sec-
ond row or any two values in the third row are significantly different from each other.
That is to say that the Hall of Famers produced by the grey-box experiments are signif-
icantly better than those produced by the GA experiments. The scores of the best fixed
auction mechanism in the three cases agree to this finding, but they are not significantly
different. This less significance is possibly due to the fact that the CAT game is not a
zero-sum game, since the transaction success rate of a mechanism in a CAT game is rel-
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(a) GA without crossover.
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(b) GA with crossover.
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Fig. 4: Scores of the four fixed auction mechanisms in the two sets of GA experiments,
one without crossover and the other with crossover, and those in the first set of grey-box
experiments, each averaged over 40 runs. (c) is originally Fig. 2(a) in [13].

0 50 100 150 200
0

0.1

0.2

0.3

0.4

0.5

0.6

Step

S
c
o
re

(a) GA without crossover.

0 50 100 150 200
0

0.1

0.2

0.3

0.4

0.5

0.6

Step

S
c
o
re

(b) GA with crossover.
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Fig. 5: Scores of the Hall of Famers in the two sets of GA experiments, one without
crossover and the other with crossover, and those in the first set of grey-box experi-
ments, each averaged over 40 runs. (c) is originally Fig. 2(b) in [13].

atively independent from the performance of its opponents, which counts for one third
of its total score. Thus the gain of a stronger auction mechanism does not necessarily
mean the same amount of loss of the losing mechanism given that all the rest of the
configuration remains the same.6

To further investigate the effectiveness of the grey-box search in comparison with
the GA search, we ran additional experiments to let the Hall of Famers produced by the
grey-box experiments and the two sets of GA experiments compete against each other
directly. Each of the three sets of experiments produced dozens of the Hall of Famers
(69 from the grey-box experiments, 45 from the GA experiments without crossover, and
71 from the GA experiments with crossover).7 We ran 100 CAT games with eight auction
mechanisms in each game, which includes two of the fixed auction mechanisms, CDAl
and CHl , and two randomly selected auction mechanisms from each of the three set
of Hall of Famers. Other than this, the CAT games are configured exactly the same as

6One example is that the scores of CDAh and CHh flatten out much earlier during the experiments
than the scores of CDAl and CHl in all the three cases in Fig. 4.

7A Hall of Famer may come from more than one run of the same experiment.
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Table 2: The average daily scores of the best fixed auction mechanism and the best Hall
of Famers in the CAT games at the end of the GA experiments, and those at the end of the
first set of grey-box experiments. In parentheses are the standard deviations. The scores
in the second row are significantly different from each other at the 95% confidence level
and so are those in the third row.

Auction mechanism GA without crossover GA with crossover greybox†

Best fixed mechanism (CDAl) 0.3260 (0.0224) 0.3203 (0.0230) 0.3101 (0.0659)
Best Hall of Famers 0.4275 (0.0233) 0.4496 (0.0340) 0.4652 (0.0210)
Worst Hall of Famers 0.3389 (0.0255) 0.3554 (0.0192) 0.3790 (0.0219)

† The values in this column are originally from [13].

Table 3: The average daily scores of the Hall of Famers produced by the GA experi-
ments and the first set of grey-box experiments in direct competition in CAT games. In
parentheses are the standard deviations. The scores are significantly different from each
other at the 95% confidence level.

GA without crossover GA with crossover greybox

0.3481 (0.0201) 0.3643 (0.0188) 0.4155 (0.0291)

we did in the grey-box experiments and the GA experiments. Table 3 lists the average
daily scores of the three set of auction mechanisms. At the 95% confidence level, the
scores of the Hall of Famers from the grey-box experiments are significantly higher
than those from either set of the GA experiments. We showed in [13] that the grey-box
search was able to find mechanisms that are stronger than well known double auction
mechanisms when competing directly in CAT games and are better than mechanisms that
were reported in the literature in term of various economic properties and confirmed
that the grey-box search can consistently produce similar results when, for example,
the capacity of the Hall of Fame varies. This work provides one more piece of evidence
for the superiority of the grey-box approach by comparing the results of the grey-box
experiments and those of experiments based on different versions of the classic GA.8

5 Discussions, Future Work, and Summary

In this section, we draw contrasts and make connections between the grey-box approach
and evolutionary computational approaches including GAs, GPs, and their variants. First,
we can compare our grey-box approach to prior work on automated auction mechanism
and trading strategy acquisition based on simple GAs, including Cliff et al. [4] and
Phelps et al. [18] as well as ours reported here. A simple GA, or SGA, evolves genomes,

8We actually ran additional sets of GA experiments with crossover, each with a different crossover
rate, 0.1, 0.4, or 1.0, in contrast to 0.7 that was used in the GA experiments described in the text.
It turned out that the GA experiments using 0.7 produced the best results and hence only the
results of this set of experiments were included in the text in the comparison against those of the
grey-box experiments.
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or binary strings, using selection, crossover, and mutation operators, while the grey-box
approach evolves a vector of quality scores, each for a pre-defined building block, and
explores the solution space by biasing those building blocks that lead to better solutions.
A SGA maintains a set of sampling points in the solution space and tries to arrive at
points of higher fitness that are accessible by applying the operators, while the grey-box
approach tends to view the solution space along multiple dimensions simultaneously,
maintain a hyperplane that divides the solution space into slices, adjust the sizes of the
slices, and identify and explore more in those of high fitness.

A popular theory that intends to explain the effectiveness of SGAs in many opti-
mization domains is the building block hypothesis, or BBH [10,12]. The BBH argues that
certain building blocks of low order and low defining length, called schemata,9 in the
genome play a substantial role in constructing genomes of high fitness. The operators
of SGAs enable the process to concentrate sampling in subspaces that are identified by
these schemata and further in the common areas of these subspaces that have increas-
ing fitness through mixing different schemata. Based on this argument, Thierens and
Goldberg [23] indicated that computational expense grows exponentially with the dif-
ficulty of the problem, in terms of the number of schemata and the orders of schemata.
Efforts have been made to address this issue with SGAs and improvements to SGAs
were proposed by either explicitly exploring to identify schemata or implicitly using
special operators to avoid breaking possible schemata in the sampled solutions [2,11].
The grey-box approach has similarities to these advanced GAs10 since the grey-box ap-
proach explicitly considers the building blocks for auction mechanisms and biases its
search towards the corners in the search space that correspond to high quality blocks.

The idea of the grey-box approach is in particular similar to that of the compact GA,
or CGA, which was introduced by Harik et al. [8]. A CGA represents the population as
a probability vector, rather than as a set of binary strings, where the ith component of
the probability vector gives the probability that the ith bit of an individual’s genome is
1. Compared with SGAs, CGAs have compact representations and work well in practice.

The tree-based model of auction mechanisms in our work bears similarities on the
surface to the tree structures in GP, though the tree structure in the former case represents
the whole search space and quality scores of building blocks reflect the fitness landscape
of the space while tree structures in the latter each represent one individual in the search
space and contains no information themselves about how fit they are.

Another topic in evolutionary computation that is related to grey-box search is the
problem of early convergence to suboptimal solutions. In the grey-box experiments,
parameters of the softmax exploration method in the n-armed bandit problem solvers
were carefully set up so that sampling in the search space starts with near randomness
and gradually biases modestly towards areas that are fitter than others. Techniques em-
ployed in evolutionary computation to address the problem of premature convergence,
including fitness sharing, crowding, and mutation with high rate, are based on similar
considerations [10,21]. For example, fitness sharing lowers the fitness of an individual

9A schemata is typically represented in the form, for example, ****01*1***, where * can match
0 or 1. The defining length of a schemata is the maximal distance between bits with deterministic
values, and the order of a schemata is the number of bits with deterministic values.

10These are sometimes called competent genetic algorithms.
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by a certain amount, which basically reflects the number of similar individuals in the
population, so that similar individuals with high fitness will not be able to prevail in the
next generation. In so doing, the whole population could remain diverse, approaching
multiple optima in the space in parallel if applicable. In fact, as a piece of future work,
these techniques can be incorporated into our GA experiments to see if the experiments
can produce similar or even better results than the grey-box experiments.

Finally, our grey-box approach should be distinguished from Ronald A. Fisher’s
work in population genetics [1]. Fisher, in his research on Mendelian inheritance, as-
sumed that—as paraphrased by Sewall Wright11—

. . . each gene is assigned a constant value, measuring its contribution to
the character of the individual (here fitness) in such a way that the sum of the
contributions of all genes will equal as closely as possible the actual measures
of the character in the individuals of the population.

Wright disagreed with the view of the linear additive contribution of genes and insisted
that, based on his experimental work, genes favorable in one combination are extremely
likely to be unfavorable in another. Our grey-box approach is not based on Fisher’s ar-
gument, although the vector of quality scores undoubtedly converges and better auction
policies would obtain higher scores if the argument holds in the case of auction mech-
anisms. When the argument does not hold, which we believe is the case based on our
experience with the experiments using CAT games, our grey-box approach may help to
obtain insights on which auction policies can make better or bad combinations, and on
how to design new, better policies that work better with others.

To summarize, the main contribution of this work is that we apply two different
search methods in the same solution space and make a fair comparison between the two
approaches, the first piece as we are aware of in the context of experimental auction
mechanism design. As the search methods are domain independent, considerations in
designing our algorithms and experiments and the discussions above can shed light on
the design and evaluation of similar search solutions to other domain problems.12
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Abstract. Myerson derived a simple and elegant solution to the single-
parameter revenue-maximization problem in his seminal work on opti-
mal auction design, assuming the usual model of quasi-linear utilities. In
this paper, we consider a slight generalization of this usual model—from
linear to convex “perceived” payments. We study the optimal auction
design problem using this form of utility function in two settings: the
robust setting, where incentive compatibility and individual rationality
must always hold, and the Bayesian setting, where these conditions need
only hold in expectation. Perhaps surprisingly, we find that the optimal
expected revenue need not coincide in these two problems, and so we
proceed to solve each problem in turn. We do not succeed in deriving ei-
ther optimal auction in closed form. Instead, we derive bounds, based on
which we develop easily computable heuristics that approximate optimal
auction designs. In the robust setting, our heuristic is a straightforward
generalization of Myerson’s approach, and like Myerson’s mechanism, it
runs in exponential time. But in the Bayesian setting, with a bit more
work, we present a polynomial-time heuristic that performs at least as
well as the more straightforward exponential-time one. We run experi-
ments which demonstrate that both our heuristics find near-optimal so-
lutions more quickly than standard mathematical programming solvers.

1 Introduction

Myerson (1981) provides a simple and elegant solution to a fundamental problem
in optimal auction design: the single-parameter revenue-maximization problem,
assuming quasi-linear utilities with linear payments: i.e., ui = vixi − pi, where
vi > 0 is i’s private value, xi is his allocation, and pi is his payment to the
auctioneer. In this paper, we consider utilities of the form ui = vixi − qi(pi),
where qi(·) is a public convex function that characterizes the impact of pi on
i’s utility function, which we refer to as i’s perceived payment, as it is distinct
from pi, i’s actual payment to the auctioneer. We investigate the extent to which
Myerson’s results carry over to the case of convex perceived payments.

Consider a reverse auction setting in which a government with a fixed budget
is offering subsidies (in euros, say) to power companies in exchange for a supply of
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renewable energy (in watts, say). Suppose the power companies’ utility functions
take this form: ui = xi− qi(pi)/vi, where xi is some fraction of the total budget
in euros, and pi is some deliverable amount of power in watts.3 The value vi
can be understood as a production rate, in that the company can produce vi
watts per euro. The assumption that qi(·) is convex reflects the fact that energy
production costs may not be linear; on the contrary, it may be the case that as
more energy is produced, further units become more expensive to produce.

It may also be the case that the power companies are uncertain of the value
of their own private parameter, vi. Without precise knowledge of this value, a
power company may be concerned that it has overestimated its production rate.
Alternatively, a power company may be afraid that the government will not
deliver on the promised subsidies; the effect of not receiving a subsidy may go
well beyond the cost of producing power pi. In either of these two cases, a convex
perceived payment function may be used to capture risk aversion.4

Another problem which also fits into our framework is the problem of allo-
cating a fixed block of advertising time to retailers during the Superbowl. In this
application, an advertiser’s utility is calculated by converting its allocation, xi,
in time, into dollars via its private value, vi, and then subtracting the impact,
qi(pi), of the advertising fee, pi: ui = vixi − qi(pi). Here again, costs can be
convex. For example, a bidder may take out a loan to pay the auctioneer, as in
Sakurai et al. (2008), in which case he will likely incur ever-increasing interest
payments. The utility of such a bidder can be modeled with an increasing convex
function qi(pi) that decribes how payments grow with the loan amount.

In both these problems, the auctioneer seeks an optimal auction: i.e., one that
maximizes its total expected revenue. Specifically, in the energy problem, the
government’s objective is to maximize the amount of power produced, subject
to its budget constraint. In the advertising problem, the television network seeks
to maximize its revenue for selling a fixed block of advertising time.

Related Work Vickrey (1961) showed that auctions in which the highest bid-
der wins and pays the second-highest bid incentivize bidders to bid truthfully.
Myerson (1981) showed that in the single-parameter setting, with the usual
quasi-linear utility function involving linear payments, total expected revenue is
maximized by a Vickrey auction with reserve prices. Our setting is not captured
by Myerson’s classic characterization because perceived payments in our model
are not equivalent to actual payments.

The technical difficulties that arise in our setting are similar in spirit to
the ones faced by Pai and Vohra (2014) when designing optimal auctions for
budget-constrained bidders. If qi(pi) = pki for some k � 0, then ui = vixi − pki
quickly approaches −∞ if pi > (vixi)

1/k
. Therefore, we can interpret a utility

3 Multiplying ui by vi yields a more familiar utility function—that of the forward
auction setting: viui = ui = vixi − qi(pi), with utility measured in units of power,
rather than money.

4 The name perceived stems from the fact that a bidder may be viewed as overcharging
itself in attempt to absorb risk.
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function with convex perceived payments as a continuous approximation of that
of a budget-limited agent whose utility is −∞ whenever her payment exceeds
her budget.

Our model also has strong connections with the literature on optimal auctions
for risk-averse buyers (see Maskin and Riley (1984)), since a concave utility
function can be interpreted as a form of risk aversion.

Translating a reverse auction into a direct auction by multiplying utility
by the private parameter vi was previously proposed in the literature on opti-
mal contests (see, for example, Chawla et al. (2012); DiPalantino and Vojnovic
(2009)).

Procuring services subject to a budget constraint is also the subject of the
literature on budget-feasible mechanisms initiated by Singer (2014). However, in
this literature, the service of each seller is fixed and the utility of the buyer is a
combinatorial function of the set of sellers the buyer picks. In our setting, each
seller can produce a different level of service by incurring a different cost, so the
buyer picks not only a set of sellers, but a level of service that each seller should
provide as well. This renders the two models incomparable.

Settings where bidders’ utilities decrease at least as quickly as payments
increase have been studied by Sakurai et al. (2008), in the context of strategy-
proof environments.

Our model is also related to the parameterized supply bidding game of Johari
and Tsitsiklis (2011), where firms play a game in which they submit a single-
parameter family of supply functions. There, a non-truthful mechanism decides
how much each firm is asked to produce. Here, we consider the design of truthful
mechanisms and we study a different objective, but we also restrict attention to
single-parameter families of supply functions qi(pi).

Optimal mechanism design with non-linear preferences (mostly budget con-
straints) has been analyzed by several papers in the economics literature and
we refer the reader to Chapter 8 of Hartline (2015) for a recent survey on the
state of the art. For the case of non-linear preferences that we analyze, no closed
form solution of the optimal mechanism is known and thereby deriving intuitive
approximations seems like a good alternative. In principle, some formulations of
our problem can be solved using Border’s characterization of interim feasible out-
comes (Border (1991)) and an ellipsoid type algorithm with a separation oracle.
Even more generally, we can apply the algorithmic approach of Cai et al. (2013)
for computing the optimal mechanism, which again is based on an ellipsoid style
algorithm. However, such mechanisms tend to be computationally expensive and
do not yield closed form characterizations of good mechanisms. Here, we seek
fast allocation heuristics with potential economic justification, such as virtual-
value-based maximization. Virtual-value-maximizing approximations to optimal
auction design were also studied recently by Alaei et al. (2013) in the context
of multi-dimensional mechanism design, and from a worst-case point of view.
Proving worst-case approximation guarantees for our heuristics is an interesting
future direction.
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2 Our Model

Consider an auction with n bidders. Each bidder i ∈ N = {1, . . . , n} has a private
type 0 ≤ vi ∈ Ti that is independently drawn from some distribution Fi. Let T =
T1×· · ·×Tn be the set of all possible type vectors, and let F = F1×· · ·×Fn be the
distribution over type vectors v = (v1, . . . , vn) ∈ T. Let b = (b1, . . . , bn) ∈ Rn be
a vector of bids, where the ith entry bi is bidder i’s bid. For y ∈ {b ,v}, we use
the notation y = (yi,y−i), where y−i = (y1, . . . , yi−1, yi+1, . . . , yn). Similarly,
we let T−i =

∏
j 6=i Tj and F−i =

∏
j 6=i Fj .

Given a vector of reports b , a mechanism produces an allocation rule x(b) ∈
[0, 1]n together with a payment rule p(b) ∈ Rn

≥0, where bidder i’s payment is
pi(bi,b−i). We define bidder i’s utility function as

ui(bi,b−i) = vixi(bi,b−i)− qi(pi(bi,b−i)). (1)

The shape of this function varies with the choice of qi: e.g., it can be linear if we
choose qi to be the identity function, or concave if we choose qi(pi(bi,b−i)) =
(pi(bi,b−i))

2. For readability, we often write qi(bi,b−i) instead of qi(pi(bi,b−i)).
Further, we refer to the rule q(b) ∈ Rn

≥0, comprised of variables qi(bi,b−i), as
the perceived payment rule. Likewise, we think of p(b) as an actual payment
rule; these are payments the bidders actually pay to the auctioneer.

2.1 Constraints

Next, we formalize the constraints we impose on an optimal auction design.
Because we restrict our attention to incentive compatible auctions, where it is
optimal to bid truthfully, we write, for example, qi(vi,v−i) instead of qi(bi,b−i).

A mechanism is called incentive compatible (IC) if each bidder maximizes
her utility by reporting truthfully (i.e., bi = vi): ∀i ∈ N , ∀vi, wi ∈ Ti, and
∀v−i ∈ T−i, vixi(vi,v−i)− qi(vi,v−i) ≥ vixi(wi,v−i)− qi(wi,v−i). Individual
rationality (IR) ensures that bidders have non-negative utilities: ∀i ∈ N , ∀vi ∈
Ti, and ∀v−i ∈ T−i, vixi(vi,v−i)− qi(vi,v−i) ≥ 0.

Next, we define IC and IR in expectation (with respect to F−i). We introduce
interim allocation and interim perceived payment variables, respectively:
x̂i(vi) ≡ x̂i(vi, ·) = Ev−i

[xi(vi,v−i)] and q̂i(vi) ≡ q̂i(vi, ·) = Ev−i
[qi(vi,v−i)].

These variables comprise the interim allocation and perceived payment rules,
x̂(v) ∈ [0, 1]n and q̂(v) ∈ Rn

≥0.
We call a mechanism Bayesian incentive compatible (BIC) if utility is

maximized by truthful reports in expectation: ∀i ∈ N and ∀vi, wi ∈ Ti, vix̂i(vi)−
q̂i(vi) ≥ vix̂i(wi)− q̂i(wi). Bayesian individual rationality 5 (BIR) insists on
non-negative utilities in expectation: ∀i ∈ N and ∀vi ∈ Ti, vix̂i(vi)− q̂i(vi) ≥ 0.

We say a mechanism is ex-post feasible (XP) if it never overallocates:
∀v ∈ T,

∑n
i=1 xi(vi,v−i) ≤ 1. Ex-ante feasibility (XA) is satisfied if, in

expectation, the mechanism does not over-allocate: Ev [
∑n

i=1 xi(vi,v−i)] ≤ 1.

5 While frequently called interim individual rationality, we use the expression Bayesian
individual rationality due to the parallel wording structure, which emphasizes the
difference between the two classes of problems we study.
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Finally, we require that 0 ≤ xi(vi,v−i), x̂i(vi) ≤ 1, ∀i ∈ N , ∀vi ∈ Ti and
∀v−i ∈ T−i.

2.2 Revenue Maximization

The robust revenue-maximization problem (RRM) is to maximize total
expected payments (i.e., Ev [

∑n
i=1 pi(vi,v−i)]), subject to IR, IC, and XP. Like-

wise, the Bayesian revenue-maximization problem (BRM) is to maximize
total expected payments subject to BIR, BIC, and XP (or XA). To make things
concrete, in this paper, we use qi(pi(vi,v−i)) = (pi(vi,v−i))

d (or qi = pdi , for
short), where d > 1. In our experiments, we choose d = 2, so our implementa-
tions involve only quadratic constraints. While small instances of the quadratic
programs that express BRM and RRM can be solved by standard mathematical
programming solvers, this approach does not scale. We are interested in finding
faster, more scalable methods that produce approximately-optimal solutions.

3 Myerson’s Theory

Before presenting our bounds and corresponding heuristics, we summarize Myer-
son’s key findings. For consistency with our implementations, we assume type dis-
tributions are discrete, but our theoretical results are in no way contingent on this
assumption. Specifically, we assume the distribution of values is drawn from the
discrete type space Ti = {zi,k : 1 ≤ k ≤Mi}, of cardinality Mi, where zi,j < zi,k
for j < k, and we let zi,Mi+1 = zi,Mi

. Furthermore, let ∆i,j = zi,j+1 − zi,j , let
fi(vi) be the probability of vi ∈ Ti, let f(v) be the probability of v ∈ T, and
let f−i(v−i) be the probability of v−i ∈ T−i. We also assume the probability of
type zi,k ∈ Ti is given by cumulative distribution function Fi,k ≡ Fi(zi,k) and
corresponding probability mass function fi,k ≡ fi(zi,k).

3.1 Myerson’s Payment Formula

Myerson’s payment theorem, which takes as a starting point the bidders’ utility
functions (i.e., Equation (1)), applies immediately to the perceived payment rules
q and q̂ :

Theorem 1 (Myerson (1981)). Assume bidders’ utilities take the form of
Equation (1). A mechanism is IC and IR iff for all i ∈ N : the allocation rule x
is monotone, i.e., ∀vi ≥ wi ∈ Ti and ∀v−i ∈ T−i, xi(vi,v−i) ≥ xi(wi,v−i); and
the perceived payment rule q is given by: ∀zi,` ∈ Ti and ∀v−i ∈ T−i,

qi(zi,`,v−i) = zi,`xi(zi,`,v−i)−
`−1∑
j=1

∆i,jxi(zi,j ,v−i). (2)

Note that qi(zi,1,v−i) = zi,1xi(zi,1,v−i).
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Likewise, in the Bayesian setting, a mechanism is BIC and BIR iff for all
i ∈ N : the allocation rule x̂ is monotone, i.e., ∀vi ≥ wi ∈ Ti, x̂i(vi) ≥ x̂i(wi);
and the perceived payment rule q̂ is given by: ∀zi,` ∈ Ti,

q̂i(zi,`) = zi,`x̂i(zi,`)−
`−1∑
j=1

∆i,j x̂i(zi,j). (3)

Note that q̂i(zi,1) = zi,1x̂i(zi,1).

We now turn to the actual payments to the auctioneer, namely p(v), p̂(v) ∈
Rn
≥0, where p̂(v) is comprised of variables p̂i(vi) ≡ p̂i(vi, ·) = Ev−i

[pi(vi,v−i)].
In the robust problem, the generalization is straightforward: since pi(zi,`,v−i) =

q−1i (qi(pi(zi,`,v−i))), it follows that pi(zi,`,v−i) = (qi(zi,`,v−i))
1/d

, for pi = qdi .
In the Bayesian problem, however, the generalization is not so straight-

forward, as (p̂i(zi,`))
d ≡

(
Ev−i

[pi(zi,`,v−i)]
)d

, and Ev−i

[
(pi(zi,`,v−i))

d
]

=

Ev−i
[qi(zi,`,v−i)] ≡ q̂i(zi,`), but

(
Ev−i

[pi(zi,`,v−i)]
)d 6= Ev−i

[
(pi(zi,`,v−i))

d
]
.

Since there does not appear to be a simple relationship between (p̂i(zi,`))
d and

q̂i(zi,`), it would appear that we need an exponential number of payment vari-
ables in the Bayesian setting. On the contrary, in Section 8, we successfully
derive an interim payment function hi(zi,`) for which (hi(zi,`))

d = q̂i(zi,`), so

that hi(zi,`) = (q̂i(zi,`))
1/d

. This result implies that polynomially-many pay-
ment variables suffice, as in the usual case of quasi-linear utilities.

Corollary 1. Under the assumptions of Theorem 1,

pi(zi,`,v−i) = q−1i (qi(zi,`,v−i)). (4)

Likewise, given an interim payment function hi : Ti → R≥0

hi(zi,`) = q−1i (q̂i(zi,`)). (5)

Remark 1. The monotonicity of the allocation rule ensures that the perceived
payment rule is also monotonic. Then, the convexity of qi(·) means that payments
are also monotonic.

3.2 Myerson’s Virtual Values

In his seminal work on optimal auction design, Myerson proved that expected
revenue can be expressed as something called expected virtual surplus, which he
defined in terms of virtual values. Using our notation, we define virtual values
for discrete distributions:

ψi(zi,k, zi,k+1) = zi,k −∆i,k

(
1− Fi,k

fi,k

)
. (6)

We abbreviate the virtual value ψi(zi,k, zi,k+1) by ψi,k. We also use the shorthand
ψi(vi) ≡ ψi(zi,k, zi,k+1), when vi = zi,k for some 1 ≤ k ≤ Mi. We assume
distributions are regular, so that ψi,k+1 ≥ ψi,k whenever zi,k+1 ≥ zi,k.
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Using the discrete version of Myerson’s payment formula (Theorem 1), and
following a similar analysis to that of Myerson (1981), we arrive at the following
theorem:

Theorem 2 (Myerson (1981)). Assume bidders’ utilities take the form of
Equation (1). If a mechanism is IC and IR, then for all i ∈ N ,

E
zi,k∼Fi

[qi(zi,k,v−i)] = E
zi,k∼Fi

[ψi,k xi(zi,k,v−i)] . (7)

Likewise, if a mechanism is BIC and BIR, then for all i ∈ N ,

E
zi,k∼Fi

[q̂i(zi,k)] = E
zi,k∼Fi

[ψi,k x̂i(zi,k)] . (8)

Myerson’s analysis motivates the following procedure: First, solve for a mono-
tonic allocation rule that optimizes some objective function (e.g., surplus or rev-
enue), subject only to ex-post feasibility. Second, support that allocation rule
with Myerson’s payment rule, thereby ensuring IC and IR. We make heavy use
of this procedure in this work.

4 Robust vs. Bayesian Optimal Auctions

Next, we show via example that solutions to BRM can strictly exceed those of
RRM when qi = p2i . Therefore, an optimal solution to RRM does not generally
yield an optimal solution to BRM, as it does in the usual quasi-linear setting,
although it does yield an immediate lower bound.

Example 1. Suppose we have n = 2 symmetric bidders, where for each bidder
i ∈ N = {1, 2}, Ti = {0, v}, v > 0, and for each value vi ∈ Ti, fi(vi) = 1/2.

RRM: Bidders with value vi = 0 will pay nothing, so we may set xi(0,v−i) =
0. When both bidders have the same positive valuation, we may set xi(vi,v−i) =
1/2. Finally, we may set xi(vi,v−i) = 1 if vi > 0 and bidder j 6= i has valu-
ation vj = 0. Computing payments according to Equation (4), pi(0, 0) = 0,

pi(v, 0) =
√
v, pi(0, v) = 0, and pi(v, v) =

√
v/2. The total expected revenue is

1
2

(√
v +

√
v
2

)
.

BRM: The allocations that satisfy RRM will also maximize total expected
revenue in BRM. Computing payments according to Equation (5), hi(0) = 0,

and hi(v) =
√
3
2

√
v. The total expected revenue is

√
3
2

√
v > 1

2

(√
v +

√
v
2

)
. ut

As BRM and RRM are not generally equal in the convex perceived payment
setting as they are in the usual quasi-linear utility setting, we are unable to
proceed as Myerson did, and solve for an optimal auction in the robust prob-
lem formulation as a means of finding an optimal auction in the corresponding
Bayesian problem. Indeed, it is not obvious what the optimal solution is in either
setting. Instead, we are forced to address these two problems separately.



8

5 Bounds

In this section, we define pseudo-surplus, which upper bounds solutions to both
RRM and BRM. Additionally, we derive a heuristic lower bound on solutions to
these problems.

5.1 Pseudo-surplus

When perceived payments are convex, IR implies that ∀i ∈ N , and ∀v ∈ T,
q−1i (vixi(vi,v−i)) ≥ pi(vi,v−i). We call the quantity on the left-hand side of
this inequality bidder i’s (robust) pseudo-surplus. After taking expectations
and summing over all bidders, we find that expected revenue is upper bounded
by expected bidder pseudo-surplus:

n∑
i=1

E
v

[
q−1i (vixi(vi,v−i))

]
≥

n∑
i=1

E
v

[pi(vi,v−i)] , ∀x ∈ [0, 1]n. (9)

Likewise, in the Bayesian problem, by BIR, we find:

n∑
i=1

E
vi

[
q−1i (vix̂i(vi))

]
≥

n∑
i=1

E
vi

[hi(vi)] , ∀x̂ ∈ [0, 1]n. (10)

Example 2. Suppose there are n bidders, with Ti = {1}, for all bidders i ∈ N .
When, for all bidders i, perceived payments are convex with qi = p2i , pseudo-
surplus and revenue are both maximized when xi(vi,v−i) = 1/n for all bid-
ders i ∈ N , and by Myerson’s payment rule (Equation (4)), all bidders pay
pi(vi,v−i) =

√
1/n. Pseudo-surplus and revenue are both

√
n, so pseudo-surplus

is a tight upper bound on revenue in our convex perceived payment setting. ut

5.2 Heuristic Lower Bound

In our setting, virtual values are directly related to perceived payments, not
actual payments (Theorem 2). Hence, we cannot maximize revenue as Myerson
did, simply by maximizing virtual surplus. Nonetheless, for qi = pdi , where d ≥ 1,
we can derive bounds on revenue in terms of virtual surplus. Here, we present
such a heuristic lower bound, which lends itself to a heuristic procedure that
approximates the solution to RRM (and hence, BRM) from below.

Theorem 3. If bidders’ utilities take the form of Equation (1) and qi(zi,k,v−i)) =

(pi(zi,k,v−i))
d
, for d ≥ 1, then expected payments can be lower-bounded as fol-

lows:

E
zi,k∼Fi

[pi(zi,k,v−i)] ≥ E
zi,k∼Fi

[
ψi,k xi(zi,k,v−i)

(pi(zi,k,v−i))
d−1

]
. (11)

Proof (Sketch). Express expected revenue as Ezi,k∼Fi

[
pi(zi,k,v−i)

d

(pi(zi,k,v−i))
d−1

]
. After

applying summation by parts, use payment monotonicity. Rearrange terms to
arrive at Equation (11).
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Example 3. Following up on Example 2, in which Ti = {1}, we find that ψi,1 = 1,
for all bidders i ∈ N . Therefore, Equation (11) is tight. ut

Although Theorem 3 is a claim about expectations, let us make the stronger
assumption that each individual perceived payment is lower-bounded by the
corresponding virtual surplus: i.e., for all i ∈ N and for all v ∈ T, (pi(vi,v−i))

d ≥
ψi(vi)xi(vi,v−i). Now, letting ψ+

i (vi) = max{ψi(vi), 0}, it also holds that pi(vi,

v−i) ≥
(
ψ+
i (vi)xi(vi,v−i)

)1/d
. With this, we have the following:

E
v

[
n∑

i=1

pi(vi,v−i)

]
≥ E

v

[
n∑

i=1

(
ψ+
i (vi)xi(vi,v−i)

)1/d]
, (12)

which gives us a new heuristic objective of maximizing the right-hand side of
Equation (12). While the assumption that gave rise to this expression may not
hold in practice, the expression itself is easy to optimize, and we do so within a
heuristic. We describe the performance of this heuristic in Section 9.

Remark 2. Another way to arrive at Equation (12) is to assume qi(vi,v−i) ≥
ψi(vi)xi(vi,v−i), for all i ∈ N , v ∈ T.

6 Program C

Robust pseudo-surplus and the heuristic lower bound both have the form

E
v

[
n∑

i=1

q−1i

(
gi(vi)

+ xi(vi,v−i)
)]
, (13)

where gi is the identity function for pseudo-surplus, and is the virtual value func-
tion for the heuristic lower bound. Maximizing this objective function subject
to ex-post feasibility can be done pointwise, solving for an optimal allocation for
each v in turn. Furthermore, as vi increases, i’s allocation is non-decreasing,6 so
maximizing this objective function yields a monotone allocation rule. In this way,
the following mathematical program, which we call Program C, for “concave”,
can be used to optimize our bounds:

max
x (v )

E
v

[
n∑

i=1

Li (gi(vi), xi(vi,v−i))

]
(14)

subject to

n∑
i=1

xi(vi,v−i) ≤ 1, ∀v ∈ T (15)

0 ≤ xi(vi,v−i) ≤ 1, ∀i ∈ N, ∀v ∈ T, (16)

where

Li (gi(vi), xi(vi,v−i)) =

{
q−1i (gi(vi) (xi(vi,v−i))) if gi(vi) ≥ 0

−∞ otherwise.
(17)

6 assuming that every bidder i with the same gi(vi) value is allocated the same way
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Remark 3. When qi is the identity function, using Program C to maximize the
heuristic lower bound is equivalent to maximizing virtual surplus, so in the usual
quasi-linear setting, Program C yields a Vickrey auction with a per-bidder re-
serve (i.e., Myerson’s optimal auction).

Theorem 4. When ∀i, j ∈ N, qi = pdi , d > 1, and gj(vj) > 0, the optimal
solution to Program C is

xj(vj ,v−j) =
(gj(vj)

+)
1/(d−1)∑n

i=1 (gi(vi)+)
1/(d−1) , ∀j ∈ N, ∀v ∈ Rn (18)

Proof (Sketch). Compute the derivative of (gi(vi)
+xi(vi,v−i))

1/d
with respect

to xi(vi,v−i). By the equi-marginal principle, the derivatives must be equal for
each bidder. Using this and the ex-post feasibility condition, we arrive at the
result.

Remark 4. For d = 2, allocations take the intuitive form xj(vj ,v−j) = gj(vj)
+

/
∑n

i=1 gi(vi)
+.

More generally, we can still solve Program C by invoking the equi-marginal
principle (Gossen (1854)), which states that it is optimal (up to discretization
error) to allocate greedily until supply is exhausted. That is, assuming gi(vi) > 0,

we calculate δi(vi,v−i) = q−1i (gi(vi))
(
q−1i (xi(vi,v−i) + ε)− q−1i (xi(vi,v−i))

)
,

and then allocate to i∗ ∈ arg maxi{δi(vi,v−i)}. Thus, if qi 6= pdi , or if were we
only given black-box access to q−1i , we could still maximize our heuristic lower
bound with a greedy approach. We emphasize again that the heuristic lower
bound is based on an assumption, which the optimal solution may fail to satisfy.

7 Robust Revenue Maximization

Recall the power of Myerson’s payment characterization (Theorem 1): the prob-
lem of optimal auction design can be reduced to the problem of finding an optimal
allocation subject only to ex-post feasibility; then, if the resulting allocation is
monotonic, IC and IR can be had for free, by assigning the appropriate pay-
ments, thereby resulting in an optimal auction. This is precisely the approach
we take here.

We have established an upper and a heuristic lower bound on the solution to
RRM. These bounds can be maximized subject to ex-post feasibility by solving
Program C (in closed form or not, as appropriate). The resulting allocation
rule is guaranteed to be monotonic, so can be supported by Myerson payments,
yielding an auction that is also IC and IR.

8 Bayesian Revenue Maximization

We now turn our attention to the problem of Bayesian revenue maximization
in our convex perceived payment setting. With a bit more effort, we are again
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able to apply Myerson’s payment rule, but unlike in the robust case, the logic
employed here is not merely a straightforward generalization or application of
Myerson’s original reasoning.

Consider a (possibly randomized) auction, Auction A, where pAi (vi,v−i, r)
denotes bidder i’s payment in auction A. (Here, r is the outcome of some ran-
domization device.) We define another (deterministic) auction, Auction B, with
payment rule pBi (vi,v−i) = hi(vi) for some function hi(vi) that depends only on
vi. More specifically,

hi(vi) = q−1i

(
E

v−i,r

[
qi
(
pAi (vi,v−i, r)

)])
. (19)

Lemma 1. An arbitrary allocation x ∈ [0, 1]n, together with the corresponding
payment rule p̂A or p̂B, satisfies BIC, BIR, and XP for Auction A if and only
if it satisfies BIC, BIR, and XP for Auction B.

Proof (Sketch). Since Ev−i
[qi (hi(vi))] is equal to both Ev−i

[
qi
(
pBi (vi,v−i)

)]
and Ev−i

[qi (hi(vi))], it follows that q̂Bi (vi) = q̂Ai (vi). Hence, for all bidders i ∈ N
and values vi, wi ∈ Ti, vix̂i(vi)−q̂Bi (vi) ≥ vix̂i(wi)−q̂Bi (wi) iff vix̂i(vi)−q̂Ai (vi) ≥
vix̂i(wi)− q̂Ai (wi) and vix̂i(vi)− q̂Bi (vi) ≥ 0 iff vix̂i(vi)− q̂Ai (vi) ≥ 0.

Lemma 2. Auction B’s total expected revenue is at least that of Auction A’s.

Proof. Since qi(·) is convex, we have q−1i

(
Ev−i,r

[
qi
(
pAi (vi,v−i, r)

)])
≥ Ev−i,r[

q−1i

(
qi
(
pAi (vi,v−i, r)

))]
by Jensen’s inequality. This means hi(vi) ≥ Ev−i,r[

pAi (vi,v−i, r)
]
. Since payments in Auction B can exceed that of Auction A, the

total expected revenue of Auction B is at least that of Auction A.

These two lemmas establish that in our search for an optimal auction, it
suffices to restrict our attention to auctions like Auction B in which each bidder’s
payment is a (deterministic) function hi of his type alone, where hi is given by
Equation (5). In other words:

Theorem 5. In solving BRM, we need only search over polynomially-many pay-
ment variables, not exponentially many, as a naive implementation might do.

With this observation, we adapt the lower bound heuristic for the robust
problem to the Bayesian setting, as follows: 1. Compute an allocation rule using
Program C and the heuristic lower bound; 2. Calculate interim allocations; 3.
Use Equation (5) to compute payments.

(By way of comparison, our heuristic solution to the robust problem—see
Section 7—is: 1. Compute an allocation rule using Program C and the heuristic
lower bound; 2. Use Equation (4) to compute payments.)

9 Experiments

We demonstrate the performance of our methods with experiments run in MAT-
LAB. We use perceived payments of the form qi = p2i . We used the closed form
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(CF) solutions within our heuristics, given by Theorem 4. RRM payments (p)
were computed using Equation (4). BRM payments (h) were computed using
Equation (5).

As a baseline, we used IBM’s ILOG CPLEX Optimization Studio to solve
RRM and BRM optimally. In comparison, we used our heuristic procedures to
generate heuristic lower bounds on total expected revenue. In our figures, Heur-
Rev is the result of maximizing the heuristic lower bound, and then plugging the
resulting allocations in Myerson’s payment formula (Theorem 1). We also com-
puted pseudo-surplus (ensuring ex-post feasibility only) to give upper bounds
on total expected revenue.

All programs were run on a system with an Intel Core i5 3.5 GHz processor
and 8 GB of RAM. We compared total expected revenue and run time for dif-
ferent numbers of bidders. We restrict our attention to XP. In all simulations,
bidders were symmetric. We present results on two different regular bidder dis-
tributions, described below.

– Categorical Distribution: Each bidder i has type vi ∈ Ti = {3, 10}, where
fi(3) = 0.8 and fi(10) = 0.2.

– Uniform Distribution: Each bidder i has type vi ∈ Ti = {0, .25, .5, .75, 1},
where fi(vi) = 0.2 for all vi ∈ Ti.

RRM Comparisons We analyzed the following settings: total expected revenue
in the robust problem (CPLEX); total expected pseudo-surplus in the robust
problem solved in closed form (but without calculating payments); and total
expected heuristic revenue in the robust problem solved in closed form, and then
plugged in to Myerson’s formula for robust payments (HeurRev, Equation (4))
We report these results normalized relative to the total expected revenue in
Figure 1.

When there are very few bidders, CPLEX solves RRM just as fast as MAT-
LAB solves for pseudo-surplus or heuristic revenue. But as the number of bidders
grows, CPLEX does not scale. Pseudo-surplus scales well, but it is not computing
payments! Heuristic revenue, which computes both an allocation and payment
rule, appears to approximate the value of RRM as determined by CPLEX quite
well, and it scales better than CPLEX.

BRM Comparisons We analyzed the following settings: total expected revenue
in the Bayesian problem using Equation (5) (CPLEX); total expected pseudo-
surplus in the Bayesian problem (CPLEX); and total expected heuristic revenue
in the Bayesian problem solved in closed form, and then plugged in to Myerson’s
formula for Bayesian payments (HeurRev, Equation (5)). We report these results
normalized to the total expected revenue in Figure 2.

When there are very few bidders, CPLEX solves BRM just as fast as CPLEX
solves for pseudo-surplus or MATLAB solves for heuristic revenue. But as the
number of bidders grows, neither CPLEX implementation scales. Heuristic rev-
enue, which computes both an allocation and payment rule, appears to approxi-
mate the value of BRM as determined by CPLEX quite well, and it scales better
than CPLEX.
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Fig. 1: RRM, Pseudo-Surplus, and Heuristic Revenue
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Fig. 2: BRM, Pseudo-Surplus, and Heuristic Revenue

RRM and BRM Heuristics In Figure 3, we report the results of the following:
the heuristic lower bound in the robust problem using the closed form, but
without calculating payments; total expected heuristic revenue in the robust
problem solved in closed form, and then plugged into Myerson’s formula for
robust payments (Equation (4)); and total expected heuristic revenue in the
Bayesian problem solved in closed form, and then plugged into Myerson’s formula
for Bayesian payments (Equation (5)).

In these experiments, heuristic revenue in the robust problem strictly exceeds
the heuristic lower bound, and heuristic revenue in the Bayesian problem strictly
exceeds that of the robust problem. Moreover, the Bayesian heuristic runs sig-
nificantly faster than the robust heuristic; this difference can be attributed to
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the computation of only polynomially- instead of exponentially-many payments.
(The heuristic lower bound computes no payments at all.)
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Fig. 3: Robust vs. Bayesian Heuristic Revenue

10 Conclusion and Future Work

We analyzed optimal auctions where bidder utilities are defined in terms of
convex perceived payments, instead of the usual linear payments. We adapted
Myerson’s analysis to this setting when it is required that constraints always hold
(i.e., the robust problem) and when it is required only that they hold in expecta-
tion (i.e., the Bayesian problem). We showed that total expected revenue in the
Bayesian problem can exceed the total expected revenue in the robust problem,
and consequently, we analyzed each problem in turn. In the robust setting, we de-
veloped upper and lower bounds on total expected revenue that can be computed
easily using the equi-marginal principle. In the Bayesian setting, we derived a
payment formula that lends itself to a mathematical program that involves fewer
variables than a straightforward implementation of the optimal auction problem.
Based on our analysis, we derived heuristics that approximate solutions to both
the robust and Bayesian revenue maximization problems. Experiments using
different distributions indicated that our heuristics produce solutions that are
close to optimal, and scale better than the mathematical programming solver we
used. In the future, we hope to run experiments with a wider class of payment
functions, and possibly even develop theory that goes beyond convex payment
functions. We would also like to understand how mechanisms can handle private
perceived payment functions. Additionally, we hope to prove guarantees about
our heuristics, to further characterize their quality.
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